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A Shared GTS System for 802.15.4e
Abstract

This proposal examines a mechanism to enhance the efficiency and throughput in systems by allowing traffic with lower bandwidth requirements to share GTS periods.
Introduction

The current system offers a Beacon based Superframe structure that supports both a Contention Access Period and a Contention Free Period. The Superframe is divided into sixteen slots which are shared between the CAP and the CFP with a maximum of seven slots being available for allocation to CFP scheduled traffic. These slots are referred to as Guaranteed Time Slots, GTS.
This system is somewhat inflexible as it is limited in the number streams that can be supported and it allocates this resource as a series of fixed time slot regardless of the actual requirement of each request, leading to unused air time and traffic potentially denied a GTS despite the fact that available time is not fully utilised.
This proposal examined a mechanism to permit lower bandwidth streams to share GTS allowing ht system to support a higher number of allocated streams.
Shared GTS

A device requesting a GTS may not need to consume the whole time that it is offered as a consequence of receiving an allocation of one GTS per Superframe. For a stream which has a requirement well below the capacity of a full GTS, requesting such an allocation has two adverse effects. First it results in unused bandwidth which reduces the overall throughput and efficiency of the system. Secondly, it consumes a limited resource, and may result in another request being denied despite the fact there is adequate available bandwidth to cater for the needs of all.

Depending on the traffic type, latency requirements and QoS, a device may only need to use the GTS it has been allocated in every other Superframe, or possibly only one in three, etc.

This may need to use only one out of n Superframes, or more generally m out of n Superframes, where m < n (if m = n, a full GTS is requested.

Management of Shared GTS

If n devices each requiring one out of n GTS are to be allowed to share a single GTS, then a mechanism is required to ensure each transmits only in its allocated Superframe in a recurring sequence of n Superframes.

To allow such a scheme of sharing, it must be possible for each device in isolation to identify its own allocated Superframe(s). The Superframe structure must support a short counting sequence that permits the independent identification of the appropriate Superframe by every device in the system.

This introduces a requirement to add some form of sequence of numbering to each Superframe. That number would need to be transmitted as part of each beacon and once received by a device, that sequence could be automatically advance in the event a beacon is missed to ensure that synchronization is not lost in such a case.
The simplest form of sequence is a count. However, for any arbitrary number of supported values of n, it is clear that the limit of that count must be the LCM of those values of n.

The larger the maximum value of n is permitted to become, the more this becomes a diminishing return in terms of the improvement in efficiency, while the complexity would be increased out of proportion with the benefit. In practical terms, there seems to be little value allowing n to extend beyond four.

This system of descriptors and Superframe count has the potential to become fairly complex with all the permutations and combinations as n grows in maximum value. Restricting the value of n to the binary values of 2 and 4 would offer some simplification and may be a tradeoff that would not result in a large loss of efficiency for the system.

The Proposed Scheme
The proposal is to allow a request for fractional GTS allocation, where the request is to use m out of 4 Superframes in a repeating block of 4 Superframes, where 1 ≤ m < n.
A field two bit is added to the Beacon to define the position in the repeating 4 Superframe cycle. This value is incremented for every Superframe and shall be maintained by associated devices to provide immunity to missed beacons.

The addition of a field to the MLME.GTS primitives is also required. Below is the definition of this field for the request primitive.


Field
Definition


00
Normal allocation of full GTS

01
Request for 1 in 4

10
Request for 2 in 4 i.e. 1 in 2

11
Request for 3 in 4
A field is also added to the confirm primitive to define the timing of the shared allocation.

This field is don’t care in response to a request for a full GTS.
In a successful confirm to a request for one out of four, the value in this two bit field defines the Superframe cycle allocated to the request.

In a successful confirm to a request for two out of four, this is equivalent to one out of two and alternate Supreframe cycles are allocated. The least significant bit in this two bit field defines whether even or odd the Superframe cycles allocated to the request.

In a successful confirm to a request for three out of four allocate three consecutive cycles of the four Superframe cycle, with one to be left unused. The value in this two bit field may be used to define either the first Superframe allocated for that burst of three consecutive, or it may be used to define the Superframe cycle that shall be left unused.

Action of the Co-ordinator

The co-ordinator must now manage each GTS not as a single entity but as one containing four elements, where any combination thereof may be allocated.

The fulfillment of a fractional request may or may not require the allocation of a new GTS. Attempts should be made first to satisfy this request from free space in existing partially allocated GTSs. Each GTS must, therefore have a descriptor to describe its state of allocation allowing it to be determined if it has free capacity for new fractional request.

The co-ordinator should strive to maintain the maximum pool of free GTS which means that shared requests should matched against partial GTS allocation in an effort to fit them before allocating a previously free GTS to a shared request.
In a effort to maximise the number of free GTS, methods for combining partial GTS allocation created as active stream terminate by the reallocation of existing streams to other GTS periods should be considered.

Also methods like pairing new requests with the most recently created allocations on the basis older allocations in a different GTS period are more likely terminate first releasing that GTS period. It is probably not appropriate to mandate such allocation strategies, but leave that to allow different implementers to differentiate themselves.
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