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R1:

Modified resolution for CID 5794 from accept to reject and removed proposed edits that accompanied the original proposed accept (in principle).

Modified resolution for CID 5617 from accept to counter in principle.

	5566
	Stephens, Adrian
	28.30
	7.2.1.7.3
	
	"first MSDU for which this BlockAckReq..."

Elsewhere we've been replacing MSDU with "MSDU or A-MSDU" in the block ack sections.  This should also have been replaced.
	MSDU -> "MSDU or A-MSDU"
	Accept.

	5570
	Stephens, Adrian
	31.56
	7.2.1.8.3
	
	"the received status of up to 64 MSDUs."

Strictly these are MSDUs or A-MSDUs
	Review 7.2.1.7 and 7.2.1.8 and ensure that MSDU is followed by "or A-MSDU" when related to anything except basic variants of these frames.
	Counter – editor shall execute changes found in document 11-07/2744r1 under the heading CID 5570 which effectively does as the commentor requests, with some minor wording changes.

	5794
	Stephenson, Dave
	64.26
	7.3.2.30
	
	While it is good that the aggregation concept has been added throughout this clause (i.e., there are multiple places where the phrase, "or A-MSDU" has been added), TSPECs have not yet been modified to allow the upper layers to specify whether it is permissible for the MAC to add the latency consequent to using aggregation (either A-MSDU or A-MPDU).  The additional latency caused by aggregation can significantly add the the end-to-end latency experienced by realtime services (e.g., VoIP or video conferencing).
	Use a reserved bit in the TS_Info field (e.g., b17) to indicate whether aggregation is permitted by the MAC.  If the bit is set to 0, then either A-MSDU aggregation or A-MPDU aggregation is permitted for the TS; if the bit is set to 1, then neither A-MSDU nor A-MPDU aggregation is permitted for the TS.
	Reject – A unilateral decision made by the recipient of the flow regarding aggregation would most probably have no better than a random association with the subsequently delivered QoS for the flow because the recipient is unaware of the particulars of the implementation of the scheduling algorithm at the source STA and is unaware of the particulars of the aggregation algorithm at the source STA or of the past history or current prediction of the highly dynamic values of the myriad input parameters that must be accounted for. See a more complete rationale in document 11-07/2744r1.

	5617
	Stephens, Adrian
	119.20
	9.7c
	
	"A STA that has a value of true for the MIB attribute
dot11HighthroughputOptionImplemented shall not transmit an A-MSDU to a STA that has the value of
false for its MIB attribute dot11HighthroughputOptionImplemented."

STA cannot necessarily know the contents of other STA's MIB variables.
	Relate to OTA signalling.
	Counter – accept in principle - editor shall execute changes found in document 11-07/2744r1 under the heading CID 5617.


CID 5566

Not an instruction to the editor, but just showing the proposed change:
7.2.1.7.3 Compressed BlockAckReq variant

The TID_INFO subfield of the BAR Control field of the Compressed BlockAckReq frame contains the TID for which a BlockAck frame is requested.

The BAR Information field within the Compressed BlockAckReq frame comprises the Block Ack Starting Sequence Control field, as shown in Figure 7-14 (Block Ack Starting Sequence Control field). The Starting Sequence number subfield is the sequence number of the first MSDU or A-MSDU for which this BlockAckReq is sent. The Fragment Number subfield is set to 0.
CID 5570
TGn Editor: Within subclause “7.2.1.7.4 Multi-TID BlockAckReq variant” on page 28 at about line 51 of TGn Draft D3.0, change the word “MSDU” to “MSDU or A-MSDU”
TGn Editor: Within subclause “7.2.1.8.3 Compressed BlockAck variant”  on page 31 at about line 41 of TGn Draft D3.0, change the phrase “the sequence number of the first MSDU” to “the sequence number of the first MSDU or A-MSDU”
TGn Editor: Change the third paragraph of subclause “7.2.1.8.3 Compressed BlockAck variant”  on page 31 at about line 55 of TGn Draft D3.0, as follows:
The Block Ack bitmap within the Compressed BlockAck frame is 8 octets in length and is used to indicate the received status of up to 64 MSDUs and A-MSDUs. Each bit that is set to 1 in the compressed Block Ack Bitmap acknowledges the successful reception of a single MSDU or A-MSDU, in the order of sequence number, with the first bit of the Block Ack Bitmap corresponding to the MSDU or A-MSDU with the sequence number that matches the Block Ack Starting Sequence Control field Starting Sequence Number field value.

TGn Editor: Change the last paragraph of subclause “7.2.1.8.4 Multi-TID BlockAck variant”  on page 32 at about line 35 of TGn Draft D3.0, as follows:
The Block Ack bitmap within the Multi-TID BlockAck frame contains an 8-octet Block Ack Bitmap. Each bit that is set to 1 in the Block Ack Bitmap acknowledges the successful reception of a single MSDU or A-MSDU in the order of sequence number, with the first bit of the Block Ack Bitmap corresponding to the MSDU or A-MSDU with the sequence number that matches the Block Ack Starting Sequence Control field Starting Sequence Number field value.

CID 5794
Consider two cases:

HCCA

EDCA

For HCCA, the following argument is forwarded to suggest that an aggregation bit is not needed in the TSPEC:

There are many factors that affect latency, and a STA that sends frames as part of an admitted TSPEC must account for all of these factors when determining how and when to schedule a frame for transmission. Aggregation is just another factor to consider. A STA that supports the establishment of scheduled flows presumably has an algorithm that produces queuing and scheduling behavior based on the other inputs that affect latency and is able to maintain a flow that stays within the agreed upon latency limits. There is no reason to believe that aggregation is such an unusual input parameter that it cannot be appropriately accounted for within a scheduling algorithm. Note also that the aggregation function itself can be implemented in many different ways, with resulting differences in the amount of and frequency of aggregation that is performed based on various inputs to that function. Some approaches to aggregating frames may be extremely suitable for a specific type of admitted flow, and in fact, because of the additional efficiency gained by aggregation, it can be easier in some cases to meet the latency and other QoS requirements of an admitted flow if aggregation is allowed for that flow. And so, in conlusion, a unilateral decision made by the recipient of the flow regarding aggregation would most probably have no better than a random association with the subsequently delivered QoS for the flow because the recipient is unaware of the particulars of the implementation of the scheduling algorithm at the source STA and is unaware of the particulars of the aggregation algorithm at the source STA or of the past history or current prediction of the highly dynamic values of the myriad input parameters that must be accounted for.
For EDCA, since there is no scheduling, the question must be asked, if ACM=1, and a TSPEC is sent, then what is done with the parameters of the TSPEC at the source STA? Does it check the delivered performance against the TSPEC parameters, and if so, what steps can it take to improve the performance, if the QoS objectives are not being met? For example, with respect to the Delay Bound parameter – is there a description of behavior in the specification that says for the EDCA case, whether a source STA shall measure the delay of transmitted packets to see if they meet the Delay Bound? And if they do not meet this target delay bound, is there a description of behaviors for the STA that would allow it to attempt to correct the failure to meet the target? I am not aware of any. Are such descriptions needed? It depends on whether the STA is an AP or non-AP.

If the EDCA TSPEC parameters are not being met for a flow, then a STA could:
1. Modify the queuing behavior for the packets of this flow and other packets not belonging to the flow (a form of scheduling)

2. Modify the phy rate of the packets of this flow and/or of other flows

3. If the source STA is an AP, modify the local EDCA parameters of the AC of the flow and possibly of other ACs as well

4. If the source STA is an AP, modify the BSS-wide EDCA parameters of any/all of the ACs.

5. Modify the aggregation policy for the flow and/or for other flows

Is there any need to actually include a bit in the TSPEC to force aggregation to be turned off?

I.e. a source STA already has the choice of turning aggregation on or off. If the STA is making any attempt to measure the QoS objectives, then one can assume that it will determine if aggregation on or off is helping or hurting the struggle to meet those objectives.

So the question becomes:

Is it always true that by forcing aggregation off, that a STA will have a better probability of meeting QoS objectives for a flow?

I doubt that this is true. So there seems to be no real value in having such a bit.

As an alternative, the commeter has proposed the following:

Overload the TSPEC’s Delay Bound field to mean maximum aggregation delay for EDCA and retain its existing definition for HCCA.  At the time I submitted the comment, I didn’t see a way to change the semantics of Delay Bound without breaking legacy implementations.

For TS_Info(8:7)=EDCA, when b17 is set to 1, Delay Bound field is interpreted as maximum aggregation delay for the TS; when b17 is set to 0, then Delay Bound is not used.  For TS_Info(8:7)=HCCA or HEMM, b17 is ignored.

I agree with your point that scheduled access (HCCA) should be able to account for the effects of aggregation.

In response to the commenter’s proposal, I would ask whether it is important to distinguish the aggregation delay vs the total MAC-to-MAC delay. I.e. in the absence of the commenter’s suggested change, the existing Delay Bound field represents the maximum MAC-to-MAC delay. The proposal here suggests that the Delay Bound field (in the EDCA case with B17 set to 1) instead only provides a bound on the aggregation delay.

I do not regard this as an improvement, since again, it takes away flexibility on the part of the source to perform other actions (including changing the aggregation decision) to achieve the QoS objectives and it removes valuable information from the source that would have helped it to determine if QoS objectives are being achieved. E.g. what if the source is not aggregating but B17 is set to 1? In that case, the source has a limited understanding of what the real delay bound is – i.e. does the Delay Bound value from the TSPEC represent the entirety of the delay for the flow? Or does it mean that if the source were aggregating, then this Delay Bound portion would be allocable to the aggregation mechnanism, and some other, unknown quantity is given to the remainder of the operations between MSDU arrival at the MAC and successful delivery?
I.e the most useful quantity to deliver to the source STA is the total MAC-to-MAC Delay Bound, which is what the current TSPEC provides.

CID 5617
TGn Editor: Change the third paragraph of subclause “9.7c A-MSDU operation” on page 119 at about line 19 of TGn Draft D3.0, as follows:
A STA that has a value of false for the MIB attribute dot11HighthroughputOptionImplemented shall not transmit an A-MSDU. A STA that has a value of true for the MIB attribute dot11HighthroughputOptionImplemented shall not transmit an A-MSDU to a STA from which it has not received a frame containing an HT Capabilities element.
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