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1 IEEE 802.11r Overview


IEEE 802.11 Task Group r is defining mobility enhancements to the WLAN PHY/MAC standard.  These enhancements support fast transition from one wireless Access Point (AP) to another.  When a wireless station (STA) wants to disassociate from one AP and associate to another, it must authenticate to the new AP.  When a Robust Security Network (RSN, see IEEE 802.11i) is in use, this could involve executing an Extensible Authentication Protocol (EAP) authentication requiring several round trips to a possibly remote Authentication, Authorization, and Account (AAA) server.  The goal of IEEE 802.11r is to reuse existing credentials with the current AP to boostrap a security association with the new AP.

When a STA initially associates to an AP in a particular mobility domain, it must perform a standard authentication, resulting in a shared key between the STA and the AP.  In an RSN, this shared key is the Pairwise Master Key (PMK) either statically provisioned or the result of an EAP authentication.  The idea is to use this keying material to support fast transition between APs.  From this keying material a root key is defined, and from that root key, per-AP keys are derived for each AP the STA transitions to.


In this document, we shall only consider cases where the STA is operating within an RSN.  There are numerous vulnerabilities when not using an RSN, and using IEEE 802.11r without an RSN is inherently insecure.


1.1 IEEE 802.11r Key Hierarchy


The root of the keying hierarchy is called the PMK-R0, and if statically provisioned keys are used, this is the IEEE 802.11i Pre-Shared Key (PSK).  If EAP is employed, the PMK-R0 is the second half of the EAP Master Session Key (MSK).  From the PMK-R0, a variety of keys and key names are derived.  This hierarchy is depicted in Figure 1.
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At each stage in the hierarchy, information about the session is bound into the key derivation.  In particular, the PMK-R0 has the Service Set ID (SSID), Mobility Domain ID (MDID), the identity of the AAA authenticator (NAS-ID or R0KH-ID) and the MAC address of the STA (S0KH-ID).  The PMK-R1 is cryptographically bound to the PMK-R0, in addition to the identity of the AP (R1KH-ID) and MAC address of the STA (S1KH-ID).  The PTK, derived from the PMK-R1, includes nonces provided by the STA and AP (SNonce, ANonce), the MAC address of the AP (BSSID), and MAC address of the STA (STA-ADDR).

Including all these identities in the key derivation provides excellent channel binding properties.  In particular, the key derivation explicitly authorizes a particular entity to use the key, because that party’s identity is bound into the key itself.  The PMK-R0 is bound to the AAA identity of the authenticator, which provides a binding between EAP, AAA, and IEEE 802.11.  


It should be noted, however, that this binding is performed by IEEE 802.11r, and not by EAP or AAA.  Within the current EAP specification (RFC 3748), there is no standard mechanism to convey the EAP server’s perception of the authenticator’s AAA or IEEE 802.11r identities.  Thus complete channel bindings and the ability to prevent the Lying NAS problem still requires the implementation of EAP channel bindings.

1.2 IEEE 802.11r Key Agreement Protocol


With a keying hierarchy defined, a derivation protocol is needed to exchange the necessary identities and nonces.  In IEEE 802.11r this consists of two phases.  The first phase exchanges basic identifiers necessary to perform the transition.  This phase can either be communicated directly from the STA to the new AP, or it can be brokered by the old AP if the new AP is not within communications range.  The second phase occurs after the STA is within range of the new AP and wishes to transition, and consists of the re-association protocol.

Each protocol is one round trip (RT).  During the first phase, a PMK-R1 is generated for the new AP by the old AP, and transported through an unspecified protocol.  The PMK-R1 is then used during the second half to perform mutual authentication and authorization.

The Authentication protocol consists of two messages:

· STA → Target AP: PMKR0Name, MDIE, SNonce, R0KH-ID

· Target AP → STA: PMKR0Name, MDIE, SNonce, ANonce, R0KH-ID, R1KH-ID

The STA sends some basic information, including the name of its PMK-R0, who holds that key, a nonce, and some other information that was advertised earlier to allow it to be rechecked to prevent MitM attacks.  The Target AP responds with a similar message that additionally includes the AP’s nonce and identity.   Neither message is integrity protected, and consequently can be spoofed by an adversary.  The first message is not protected because the necessary nonces have not yet been exchanged to compute the PMK-R1.  The reason for the second message being unprotected is not specified, but it likely has to do with the latency associated with delivery of the PMK-R1 from the R0KH to the R1KH.

The Reassociation protocol consists of two messages:

· STA → Target AP: PMKR1Name, MDIE, SNonce, ANonce, R0KH-ID, R1KH-ID, MIC, RIC-Request


· Target AP → STA: PMKR1Name, MDIE, SNonce, ANonce, R0KH-ID, R1KH-ID, GTK(s), MIC, RIC-Response

These two messages complete the FT protocol.  The same information is again exchanged to validate the earlier, unprotected messages.  These messages are protected by the MIC which is computed over the entire packet, using a key derived from the PMK-R1.  Additionally, the RIC Request/Response messages serve to allow secure allocation of QoS and other resources during a FT.

2 Evaluation of IEEE 802.11r


IEEE 802.11r offers a sound cryptographic foundation for a fast transition protocol, but in and of itself has a few gaps.  These gaps need to be filled in by higher-layer protocols.


The first is a lack of complete channel bindings.  By advertising both IEEE 802.11 and AAA identities to the peer, and binding them into the cryptographic key derivation, the functionality is there, but it is up to EAP to fill in the gaps.  At a minimum, EAP methods need to securely convey the NAS ID of the authenticator to the STA during the EAP authentication.  This would in effect delegate authorization to the authenticator to use the EAP MSK for whatever purpose it wanted.  Even better would be for key scope and context information for the MSK to be transported to the STA, so the STA would know how the MSK should be used by the authenticator.  This could, for example, even dictate SSIDs, BSSIDs, ciphersuites, etc, that the peer is authorized to use the MSK for, depending on the policy of the network.

Another gap is the lack of a transport protocol for moving PMK-R1s from the R0-KH to the R1-KH.  The decision that this should be an L3 protocol makes it outside the scope of the IEEE 802.11r specification, but will have serious impact on future interoperability in a multi-vendor AP environment.  IEEE 802.11r-D5 specifies a set of security requirements for the protocol, and this is an obvious first start.  Other options could include:


· Specification of a protocol without a transport: The 802.11r protocol could specify more of the protocol, at a variety of levels of detail.  For example, it could define key transport payloads and require a secure transport (such as TLS or DTLS).  Alternatively, it could define a secure key transport protocol based on key wraps, and assume a pre-existing security association.  Finally, it could define an entire cryptographic protocol, along with the necessary portions for establishing an initial security association.  With all this defined, it would be relatively easy to then publish an RFC to perform the actual L3 transport.


· Another option would be to have the STA perform the key distribution.  The authorization phase could be between the STA and PMK-R0 (possibly brokered by a local AP), and the authorization response could contain the PMK-R1 wrapped with a key known only to the target AP.  This wrapped key could then be included in the re-association message from the STA to the target AP.  Again, there is the difficulty of establishing the pairwise security associations between the R0-KHs and R1-KHs that could either be in-scope or out of scope for this document.


I suspect all these options were considered by TGr during the document’s development, and the minimalistic approach was deemed the best.  There are a variety of IETF protocols that would be well suited to tackle the key distribution problem at L3, by implementing the necessary set of security associations, including Kerberos and AAA.  Kerberos could be used to provision service tickets between PMK key holders, and then keys could be wrapped and transported between APs.  Alternatively, it is likely there will be a pre-existing AAA infrastructure due to the EAP involvement, and that could also be leveraged to move keys between authenticators by implementing some sort of KDC/caching AAA service.

One other area of concern is the lack of a MIC on the Authentication Response message, or the second message in the FT protocol exchange.  The Target AP has the necessary fields to obtain or compute the PMK-R1.  I assume the reason there is no MIC is due to latency concerns.  However, this phase of the FT protocol is less susceptible to latency, as only the third and fourth messages of the FT protocol are in the critical path.  By not including a MIC, a malicious AP can provide a false ANonce and R1KH-ID.  A STA uses these values to essentially pre-authorize a Target AP before initiating a transition, and make a final decision about whether or not to transition to that AP.  The transition would eventually fail, but the STA has wasted time in the critical path by transitioning to an invalid Target AP.  Adding a MIC to the Authentication Response message would prevent this.
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