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The current KDF derivation in the draft uses HMAC-SHA256. SHA256 by itself is a computationally intensive hashing algorithm (roughly twice as slow as SHA-1). Using it in HMAC form requires two SHA256 operations and is therefore even more computationally intensive. 
The draft defines AES-CMAC for MAC computation. Using AES-CMAC as a PRF would allow us to eliminate the number of cryptographic primitives necessary to implement 802.11r to one: AES. A straight-forward extension of the main result of [4] shows that a block cipher in CMAC mode is a PRF. A PRF is a function whose output is infeasible to distinguish from the equivalent-length output of a truly random function. There is a theorem from Goldreich, Goldwasser and Micali that says a cryptographically secure pseudorandom function can be constructed from cryptographically secure pseudorandom bit generators.
Recent work by Phillip Rogaway and Thomas Shrimpton on cryptographic key-wrapping introduces a technique of applying a PRF to a vector of strings (they call it a vPRF) instead of to a single string (which they denote an sPRF). This results in a much more efficient construct. Efficiency is gained through the observation that constants over several iterations of the PRF need only be computed once. For example, an R0KH can take advantage of the fact that only one string changes between PMK-R1 derivations and after computing the first PMK-R1 it need only compute a single sPRF(“R1KH-ID”) for all subsequent PMK-R1s. 
This Task Group has agreed to submit our draft for outside cryptographic review. Phillip Rogaway and Thomas Shrimpton are well-known and well-respected cryptographers. In the referenced document they do comment on our draft. Their specific comment is this: “IEEE 802.11r does key derivation by applying a PRF to input that includes long constants (host and user names) that remain fixed across many derivations. We suggest that when a security protocoal wants to apply a PRF to what is logically a vector of strings the protocol should realize this with just such an abstraction. Concatenation should be avoided in achieving that abstraction (because it is, in general, both inefficient and wrong). The vPRF primitive should be realized in the protocol as a higher-level abstraction made from an sPRF.” 

8.5.1.5.2 Key derivation function

Replace with:
The key derivation function for the FT key hierarchy, KDF, is defined as follows:

Output = KDF-Length(KEY,  X1, X2, … Xn) where


Input:
K, a variable length key derivation key of at least 128 bits


X1, X2, … Xn a variable number of variable-length strings

Output: a Length-bit derived key


K = L(KEY, 0, 128)


result ( “”


iterations ( (Length + 127)/128


do i = 1 to iterations



result ( result || vPRF(K, Length, X1, X2, … Xn,, i)


od


return first Length bits of result, and securely delete all unused bits.


where vPRF(K, P1, P2, … Pm) is defined as


if m = 0 then return AES-128-CMAC(K, 0x01)


S ( AES-128-CMAC(K, 0x00)


do j = 1 to m – 1 


S ( Double(S) ( AES-128-CMAC(K, Pj)


od

if |Pm| ( 128 then T ( S (-end Pm else T ( Double(S) ( Pm10*


return AES-128-CMAC(K, T) 
and:

· L(-) is defined in 8.5.1.  
· Double(S) means a multiplication of 2 and S modulo the irreducible polynomial x128 + x7 + x2 + x + 1. This can be easily implemented as a left shift and if the bit being shifted off is 1 then exclusive-oring the result with the string 012010000111.
· ( is the exclusive-or operation
· N (-end X is an exclusive-or operation of the n-bit string N onto the end of string X which has at least n bits.
· X10* signifies padding of string X with a 1 and as many 0s as necessary to bring the length of the padded string to 128 bits.
· i and Length are encoded as 16 bit unsigned integers, represented using the bit ordering conventions of 7.1.1.
Informative Note:

The vPRF construct allows for various implementation optimizations. For example, if P1, P2, and P3 are passed to a vPRF with the same key and P1 and P2 are constants it is possible to calculate an S value after running the vPRF algorithm through P1 and P2 and stopping before the final calculation of T. This value can be cached and for subsequent calls to vPRF the final T value can be calculated from the cached S and P3. If Pj is a constant over several invocations of the vPRF with the same key it is also possible to calculate the intermediate value AES-128-CMAC(K, Pj) to avoid duplicate work.
8.5a.4 PMK-R0
Change:

The PMK-R0 is the first level 256-bit keying material used to derive the next level keys (PMK-R1s):

To:

The PMK-R0 is the first level 256-bit keying material used to derive and name the next level keys (PMK-R1s):

Change:

R0-Key-Data = KDF-384(XXKey, “R0 Key Derivation”, SSIDlength || SSID || MDID || 
                R0KHlength || R0KH-ID ||S0KH-ID)

To:
R0-Key-Data = KDF-384(XXKey, “R0 Key Derivation” || MDID || S0KH-ID, SSID, R0KH-ID)

Change:


PMKR0Name = Truncate-128(SHA-256(“R0 Key Name” || PMK-R0Name-Salt))

To:


PMKR0Name = AES-128-CMAC(PMK-R0Name-Salt, “R0 Key Name”)

Remove:


-- SSIDlength is a single octet whose value is the number of octets in the SSID.


-- R0KHlength is a single unique octet whose value is the number of octets in the R0KH-ID.

8.5.1.5.4 PMK-R1
Change:


PMK-R1 = KDF-256(PMK-R0, “R1 Key Derivation”, R1KH-ID || S1KH-ID)

To:


R1-Key-Data = KDF-256(PMK-R0, “R1 Key Derivation” || S1KH-ID, R1KH-ID)


PMK-R1 = L(R1-Key-Data, 0, 128)


PMK-R1Name-Salt(L(R1-Key-Data, 128, 128)

Change:

PMKR1Name = Truncate-128(SHA-256(“R1 Key Name” || PMKR0Name || R1KH-ID || 

                                                  S1KH-ID))

To:

 
PMKR1Name = AES-128-CMAC(PMK-R1Name-Salt, “R1 Key Name” || R1KH-ID || S1KH-ID)
8.5.1.1.5 PTK
Change:

PTK = KDF-PTKLen(PMK-R1, “PTK Key derivation”, SNonce || ANonce || BSID ||

                                    STA-ADDR)

To:

PTK = KDF-PTKLen(PMK-R1, “PTK Key derivation” || STA-ADDR || BSSID, SNonce, 

                                    ANonce)
Change:


Temporal keys (TK) shall be computed as bits 256-383 (for CCMP) of the PTK:



TK = L(PTK, 256, 128)

To:


Key Name Salt shall be computed as bits 256-383 (for CCMP) of the PTK:



PTK-Name-Salt = L(PTK, 256, 128)


Temporal keys (TK) shall be computed as bits 384-511 (for CCMP) of the PTK:



TK = L(PTK, 384, 128)

Change:

PTKName = Truncate-128(SHA-256(PMKR1Name || “PTK Name” || SNonce || ANonce ||

BSSID || STA-ADDR))

To:

PTKName = AES-128-CMAC(PTK-Name-Salt, “PTK Name” || SNonce || ANonce || BSSID ||

STA-ADDR)
H.6.5 PRF Test Vectors

Add





Table H.13 FT KDF Test Vector 1

	   Test_case
	 1

	   Key
	00 01 02 03 04 05 06 07 08 09 0a 0b 0c 0d 0e 0f

	   X1
	52 30 20 4b 65 79 20 44 65 72 69 76 61 74 69 6f
6e da da 01 02 03 04 05 06

	   X2
	74 68 69 73 69 73 61 6e 73 73 69 64 

	   X3
	6b 65 79 68 6f 6c 64 65 72

	   Length
	384

	   KDF-384
	41 24 a1 20 7f 34 58 15 96 f2 e0 d7 4d 0a fd 23

f7 1c b3 e3 e3 10 9b f0 2a 3d 78 d4 52 36 55 36

5a ab bc 0e 86 33 8d 46 d8 f7 53 31 b0 39 ab 1e 
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Abstract


This document proposes a more efficient KDF for use in 802.11r











�Reading the Rogaway-Shrimpton paper, I believe we have to do this step, because the mechanism is making no assumption about PRF padding
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