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Tuesday August 22, 2006

9:00am

Call to order

· Review operating rules for a Task Group.

· Review IEEE 802 policies and procedures for Intellectual Property.

Chair asked for information on any Patents or Patent Applications that are applicable to the subject of this meeting – None were given.

· Go into adhoc mode until the afternoon while the group prepares an updated submission on the security architecture and FT Policy enforcement – document 11-06/566r3, document 11-06/792r2, and an optimization of the FT policy options.
· Discussion on document 11-06/792r2

The purpose of this document is to allow clear advertisement of the FT Reservation Policy (the protocol selection). If there are two options in the protocol, the advertisement of the option should be clear.

The PICS is inconsistent with draft 2.2. It needs to be updated.
· We need to vote to reject comments from submissions that have failed to be accepted:

Some of the areas include pre-authentication; beacon bloat alternative; more bit comment; and the “make before break” proposal.
· Adjourn until Wednesday at 9:00am.

Wednesday August 23, 2006

9:00am

· Call to order.

· Today we need to cover the state machines and the discussion on the KCK-11.

· Discussion on the KCK-11 versus KCK-1X
RSNA Key Management is the consumer and processor of key information. Everything related to what is being done to manage the keys.

RSNA Key Management may use different transport mechanisms.

The intent of the KCK was to protect part of the header as well as the EAPKIE contents.

The only part of the header was protected was the SRC and DEST addresses.

For TGw, the same KCK protects both the management frame and the data frames in the MAC. All the protection in that key is in the MAC.

Since the messages in the case of TGr are consumed by the SME, then a different KCK should be used to protect the messages.
The KCK-11 and the TK are both passed to the MAC.

The TK is passed to the MAC and is used for one purpose.

The KCK is used for one purpose, to MIC specific data.

The KCK is only used to protect the EAPoL-Key frames.

The KCK is used for the MIC in an EAPoL-Key frame, including the EAPoL-Key header. This is how it is defined in RevMA

The KEK is used to protect the key data field.

Conceptually, all this processing could be done in one place.

The FT-Confirm, FT-ACK, as well as the reassociation frames get protected. The protection is different from the mechanism used to protect EAPoL-Key frames.

The encapsulation is different, but the mechanism for protecting the information is the same.

We need the KCK-1X and the KCK-11 depending on where the validation is happening.

The protection of the EAPoL-Key frame is for TKIP counter-measures and re-keying.

We should have a common mechanism to protect management frames as well as EAPoL-Key frames.

In the case of TGr, there are reservations being done as well as key derivation.

There should be one place to validate the MIC. 

The EAPKIE was defined to provide a single place to validate the MIC.

We could just use TKIP to protect these frames.

The PTK has been calculated when the FT-Confirm, FT-ACK, or Reassociation frames are transmitted. 
In the case of the switch architecture, there is a need for the KCK-11. 

In the switch architecture, all EAPol-Key frames are processed by the controller.

The PTK is sent from the controller to the WTP in CAPWAP.
Potentially we could use different algorithms for the TK and the EAPoL-Key frames.

The EAPol-Key frames are bound to the cipher suite selections.

There is a bit that is used to indicate which cipher suite is used to protect the EAPoL-Key frames.

The setting of that bit is not dependent on the cipher suite selection.

In clause 8.5.2, there is normative text to relate the cipher suite to the protection mechanism for the EAPoL-Key frame.

There is a way of negotiating different algorthms in the FTIE. In that case, there needs to be a different key.

Dorothy Stanley will take an action to remove any negotiation for a specific MIC for FT.

There is no agreement on where the MIC gets processed, or whether TGr needs a KCK-11 or KCK-1X.
We if add this functionality, we should rename the KCK-11 and KCK-1X to something different.

We could use KCK-E and KCK-FT instead of KCK-1X and KCK-11.
These changes will be updated in document 11-06/566r3, which describes the TGr security architecture.
We need to decide where the KCK-FT resides. We need to send the data to one entity – the SME.

The TK is passed to the lower MAC. 

In RevMA, the Association Request is sent from the MLME to the SME for processing.
The SME should validate the MIC. There are different pieces in the SME to process the MIC.

The question is whether we need two keys in the SME.

There is one process in the SME that parces the association; and another process in the SME that processes the EAPol-Key frames.

In most implementations, there two separate entities: the supplicant and the driver. There is likely a split between what logical entities process the association and the logical entity processes the EAPoL-Key frames. We would need different keys.

The existing draft assumes the MIC is calculated in the SME. The KCK-11 definition is based on the assumption that the MIC is calculated in the SME.
We may have to use separate keys because of implementation considerations.

There is no split within key management in IEEE 802.11i, so that there is no need for a split.

From a security perspective, if two logical functions are processing the MIC, then they should use separate keys.

There is a process that consumes the EAPoL-Key frames and another process that consumes the FT messages.
There is one process that is generating and deleting keys. There is another process that is using/consuming the keys.

· Discussion on the TGr state machines
There are two proposals: one that relies on a single entity (document 11-06/1142r1); and the other which defines a state machine for each component (document 11-06/1135r1).

Discussion on document 11-06/1142r1:
When transactions occur, the state machine needs to move to a new state while it is waiting for the transaction response. These “wait” states need to be added to the document.
There is one state machine for the R0 Key Holder; and another state machine for the R1 Key Holder.

The R0 state machine has to be aware of all the R1 SA’s. 

The state for one state machine should not refer to a state in another state machine.

The state machine needs to show a trigger when the R1 Key Holder receives  the PMK-R1
If the FT-Initial-Auth fails, the PMK-R0 should be revoked.

In IEEE 802.11i, there is nothing to stop a STA from using a cached PMK if the 4-way handshake fails after a successful EAP-Authentication.

With IEEE 802.11r, the PMK-R0 should be revoked if the FT Initial Association 4-way handshake fails.

For FT Initial Association, the PMK-R1 needs to be pulled from the R0 Key Holder.
There should be a timeout that governs when the R0 Key Holder is waiting for the R1 Key Holder for the AUTH-DONE state.
We currently don’t have a protocol defined for communications between the R0KeyHolder and R1KeyHolder.

We only need to revoke the PTK for the TKIP Countermeasures. The countermeasures should not revoke PMK-R0. IEEE 802.11i never revokes PMK’s.

The text in TGr only deals with how the keys are revoked when the key lifetimes expires.

The TGr behaviour should be consistent with IEEE 802.11i. That is, only the PTK is revoked.

Kapil Sood will confirm the TKIP countermeasures operations with Jesse Walker. 
The Base Mechanism state machine needs a wait state for the R1KeyHolder to obtain the PMK-R1 from the R0KeyHolder.

The Disconnect state needs to be added to the state machine.

The SetKeys should only plumb the PTK.

In the Initial Association, the R1KeyHolder is using the KCK-1X, KEK, and is opening the ports during Initial Auth. In the FT Base mechanism, the R1KeyHolder is using the KCK-11, KEK, and is opening the ports during Initial Auth. The behaviour for the R1KeyHolder is the same in both cases.
The GTK procedures are assumed to be the same as IEEE 802.11i.

This document needs to point out which state machines apply to IEEE 802.11r.

There needs to be signalling in the R1KeyHolder state machines to signal the GTK update. The IEEE 802.11i state machine is dependent on the IEEE 802.11i 4-way handshake.
This state machine assumes that there is another entity processing the MIC. 
There are two different components that are named the R1KeyHolder. Does this mean the R1KeyHolder has two different functions?
The state machines refer to different R1KeyHolders in the Mobility Domain.

The R1KeyHolders are separate logical processes that share the same keys.

Lily Chen wanted to explicitly define the two behaviors and explain them.

There is an additional state which signals Initial Association or a FT Mechanism.

The R1 Key Holder plays one role for Initial Association and a different role for FT.

In the case of the IEEE 802.1X authenticator, it performs one function for the 4-way handshake and another function for the Group Key exchange.

In the “roam-to-self” case, the R1KeyHolder entity can’t be separated because it is using the same R1 key.

Today, there are two different sets of code written by two different companies: the supplicant vendor and the driver vendor.
Today for FIPS there is on crypto boundary for the supplicant; and another crypto boundary for the driver.

The state machines in an IEEE standard do not have to be implemented.
Representing multiple functions in the same state machine doesn’t imply that the component would be implemented that way.
There is one entity called the R1KeyHolder that executes separate functions for IEEE 802.11r. If it resides on the same box, it will have the same ID.

The state machine describes responses to external events. The R1KeyHolder may play different roles: initial authentication; FT; GTK or operations.
The PMK-R1 is bound to the R1KeyHolderID. The KCK-E and KCK-FT are bound to an instance of a PTK derivation. They are different because they are derived by separate mechanisms.

The KCK-E and KCK-FT are used for different functions. 
One difference between the KCK-E behaviour and the KCK-FT behaviour is that the KCK-FT protects a RIC for resource reservation.

The EAPoL-key messages are processed by the supplicant. The FT-BM messages are processed by the SME.

The key management component needs to confirm the RIC before it is processed.

The supplicant needs to know about the MDIE and the FTIE. It is the consumer of these fields.

The supplicant on the STA is both the R0KeyHolder and the R1KeyHolder. The R0KeyHolder has to parse the MDID. The R0KeyHolder needs to generate the PMK-R1. On the STA side, this is all taking place at the supplicant.

The transport ends at the same entity but the consumption of the data does not.

If there is no reason why to split the different IEEE 802.11i operations to use different MIC keys, then there needs to be a compelling reason why the KCK-FT should be a used for IEEE 802.11r mechanisms.
There is the SPA and the STA address. If the SPA is different from the STA address, then the AP does not know the identity of the SPA.

We need to solicit the feedback from Jesse Walker and Lily Chen on why the KCK-FT is required.
The consumer of the two different frames is different.
There is no re-transmission of frames for the supplicant state machine with IEEE 802.11i.

Discussion of document 11-06/1135r1 by Dorothy Stanley

There is no assumption that the PMK-R0 is deleted if the FT Initial Association 4-way handshake fails.
This submission extends the IEEE 802.11i state machine to address IEEE 802.11r.

The essential piece that was missing was a clear understanding of where these entities live. By deciding the architecture, we have addressed the security architecture.

There is much more detail in the earlier proposal.
Having different state machines for different FT mechanism is fine. But they should be related back to a single entity.

There would need to be some clarification on how the state machines are synchronized. Only one of the state machines could be running at one time.

The first three levels of the state machine in this submission provide that synchronization.

On the supplicant side, the R0 and R1 state machines need to be separated out. 

We need to decide how much detail we should add to these state machines.

Providing separate state machines on the supplicant for R0 and R1 do not provide a clearer understanding of TGr.

On the Authenticator side, there is a lot of magic. On the Supplicant side, there is really no magic.

We could have separate state machines for R0 and R1 key holders on the supplicant.

There is agreement of intent to merge the two state machines. The process for merging will need to be determined.

We need PMK-R0 Authenticator and Supplicant state machines

We need PMK-R1 Authenticator and Supplicant state machines

There is one PMK-R1 state machine that can be shown on separate pages.

We need to determine whether there needs to be FT-Base and FT-Reservation state machines.

We could divide the work among different people from each group to create the state machines.
We need to decide how “complex” we make the state machines.

The two proposals are very close for the R0 state machines. The bulk of the work involves modifying the R1 state machines.

The KCK-11 will be removed from the state machines.

The revocation of the PMK-R0 when the FT-Initial Association fails should not be included in the submission.

There is a lot of work to do in text variables and procedures before we can have the text ready.
Kapil Sood will have something ready before the next conference call. 

Kapil Sood will update the R0 and Initial Association state machines. 

The FT Initial State machines need to link into the revMA GTK state machines.
The state machine for the base mechanism should include reservations and MLME-Primitives.

· We need to discuss pre-authentication at tomorrow’s meeting.
· Recess until Thursday at 9:00am.

Thursday August 24, 2006

9:00am

· Call to order.

· Discussion on a proposal for pre-authentication from document 11-06/832r3 by Dorothy Stanley
The two comments on pre-authentication left from the presentation at the plenary meeting in San Diego were:

To differentiate the IEEE 802.11i pre-authentication from IEEE 802.11r pre-authentication.

To add additional context when the STA pre-authenticates with the mobility domain.

If the Anonce is removed, the STA should be able to derive the PMK-R0.
At this point the STA has the PMK-R0. It picks up the R1KeyHolderID from the FT-Response, so that it could use an FT-Mechanism to re-associate with an AP in the new Mobility Domain.
The STA would have to use an “over-the-air” mechanism to transition between Mobility Domains. It is analogous to moving out of coverage and then back into coverage.

Dorothy will update the proposal and present it at the September meeting.

If you do an IEEE 802.11i pre-authenticaiton, you generate an MSK/PMK at the target AP.

In the case of “make before break”, you would need to do the 4-way handshake as well as ADDTS.

Discussion around “make before break” with pre-authentication:

Could use the Ethernet encapsulation to send IEEE 802.11 frames.

In a large network, there is significant overhead in pre-associating with a large number of AP’s.
Practically speaking, a user will only visit a small subset of the AP’s.

· Discussion on document 11-06/1147r0 to remove the ANonce by Kapil Sood
The ANonce still needs to be used to derive the PTK. The ANonce is only used in the 4-way handshake.
· Discussion on document 11-06/1317r0 on maintaining the single PMK-R0 SA by Kapil Sood

The text states that this is a requirement for TGr. It does not provide a mechanism to enforce a single PMK-R0 SA across a Mobility Domain.

The document will be updated as 11-06/1317r1.

· Discussion on the To-Do list as document 11-06/578r11
The to-do list will be updated as a result of the discussion in document 11-06/578r12.

On issue 8, we are down to two smaller issues:

The need for a KCK-11

The behaviour when the EAP-Authentication completes successfully, but the 4-way for the FT Initial Association does not.

· If we accept pre-authentication, then we are acknowledging that the PMK-R0 is valid and an FT.

· If we moved the EAP-Authentication prior to Association, we could get rid of FT Initial Association entirely

On issue 41, the More Data bit

There is a feeling that by removing this, we will get other comments with regard to preserving data across a transition.

Issue 55 and issue 62 are really rolled together. We need to accept or reject one or both.

For issue 63, we should make a motion to reject the comment.

· The TGr Adhoc meeting will adjourn for the week.
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