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Tuesday June 20, 2006

9:00am

Call to order

· Review operating rules for a Task Group.

· Review IEEE 802 policies and procedures for Intellectual Property.

Chair asked for information on any Patents or Patent Applications that are applicable to the subject of this meeting – None were given.

· Discussion on the Agenda as document 11-06/846r0
The agenda document 11-06/846r1 captured the discussion and will be posted to the document respository.
· Discussion on comment processing procedures for re-circulation ballots

Based on the IEEE 802.11 policies and procedures, the group can decide to change any part of the text even though there is no comment.
The IEEE 802 policies and procedures points follow the IEEE 802 SA policies and procedures.

The IEEE SA policies and procedures state that a negative vote must contain a technical comment. The task group needs to address the comment.

A draft standard with a no vote without a valid comment does not need to be re-circulated.

The task group needs to duly address comments and send the draft to go to re-circulation.

We need to change the part of the draft to address comments.
The task group determines what changes need to be made in order to address comments.
We will need to track changes to the draft based on comment resolutions on the next letter ballot recirculation.

For instance, issue 6 deals with comments in LB 82 relating to the timout intervals not being covered by a MIC. There was nothing in LB 79 relating. This is a brand new issue in LB 82.

It’s up to the task group to decide whether/how to address comments and additions to a draft standard. The task group has to justify its actions to the working group, Exec Com, and ultimately the IEEE SA.

· Discussion on Technical Issue #44 (Comment 1041): Providing test methodology for FT mechanisms from document 11-06/834r1
There is nothing to say that that the BSS-Transition timing and conditions need to be included in the TGr amendment.

The data frames at the beginning and end of the transition should be a uniform size.

The assumption that we are defining a test methodology.

You could send a downlink multicast stream to measure the transition time.

We should tie the measurements to the data frames, not management frames.

Using data frames, the test methodology is independent of the protocol defined for fast-BSS transition.

The period of the data transmission controls the resolution of the measurements.

The arrival of data frames is measureable and is independent of the protocol definition.

You might have to take into account QoS reservations and whether the mechanism is over-the-DS and over-the-air.

We need to decide the conditions under which the tests are made.

The Wi-Fi Alliance voice group has decided on 50ms as the benchmark for transition. The 50ms would be dependent on a specific codec at a specific sampling issue.
If you add QoS admission control to the test methodology, you could make the system worse.

We need to make sure that the STA remains in the same association state at current and target AP’s when it transitions between them.

This exercise is analogous to forcing IEEE 802.11g to publish the effective data rates as part of the standard.
We should add a single sentence to the introduction of the IEEE 802.11r amendmen.
Document 11-06/834r2 will be updated and we will vote on adding text to the amendment introduction.
There is an additional piece of the comment to prove that the FT mechanism does what it is designed to go. 
We can define a protocol however if it doesn’t work, nobody implements it.

We should have simulation results to prove that the transition mechanism works.

The more data and simulation results we can gather, the better we can make the draft standard.

We should encourage people to present work to support or refutiate the protocol we have defined.

The usefulness of the simulation work would be in contention-based analysis. Sending management frames in this context is not a contention issue.

Somebody could do a “back of an envelope” calculation to prove the protocol works.

We should accept comment 1041 and add a paragraph to the introduction and a call for data to support the protocol.

· Discussion on document 11-06/832r0 on pre-authentication
Pre-authentication may not be advertised by controller-based AP’s.
This text may change as a result of the security discussion tomorrow.

The STA can only have one PMK-R0 with a single mobility domain.

This eliminates the IEEE 802.1X authentication time while roaming between Mobility Domains.

If the AP does not advertised the “pre-authentication bit” this mechanism will not work.

It provides a standards-based mechanism for transition between mobility domains.

The initial association request/response may not be consistent with this mechanism.
The supplicant will choose to do pre-authentication, not the MAC.

You may have to go through a modified initial association to make pre-authentication work.

This proposal addresses one extreme condition when the Mobility Domain is not the same as an ESS.

We tried to propose a key distribution protocol and the effort did not go forward.

In TGr, pre-authentication would allow the STA to generate the MSK prior to associating with the other mobility domain.

To be useful, the PMK-R0 needs to be asserted as a PMKID when the STA first transitions to the new mobility domain.
The way it is today, the STA would have to use an initial association when it moves between mobility domains.
We have to decide how the STA retrieves the R0KeyHolder ID.

· Discussion on Technical Issue 13 for the FT Authentication sequence.

We’ve defined a protocol that goes between the STA and the target AP.

All protocols should have a version number. The RSN IE has a version number.

None of the IEEE 802.11 management frames include version numbers. The IE construction provides a mechanism to do the same work as a version number.

The version number here describes the protocol. The AKM in the RSN IE describes the protocol.

The version number can make the protocol more extensible.
If you have the version number, you can perform error checking on the protocol.

There isn’t an example of an extension to this protocol which warrents a protocol version.

Adding a version number makes the protocol more complex.

A version number is required if you are trying to differentiate between protocol 1 and 2 that use the same IE’s. If you assign different IE’s, the receiver knows that there is a different protocol.

The version number is implicit for the IEEE 802.11 protocol.

Every time you add an extension, you need to make sure that the IE’s are defined so that the protocol is differentiated.

There are already enough tools to make IEEE 802.11 extensible for future versions without a version number.

On the TGw call on Monday, there was a discussion on incrementing the version number and it was decided that the new version number broke other legacy implementations.

Version numbers can cause backwards compatibility problems.

There has to be additional specification to articulate how the solution will be backwards compatible.

If there is a case that absolutely requires a counter example that requires a version number.

The sentiment of the group is that version numbers are not required.

Comment 1265 resolution was recorded in the comment resolution spreadsheet.

· Discussion on Technical Issue 22 (comments 1253 and 1254)

The FT-Confirm and the Reassociation Request have the same input to the MIC.
The EAPoL-Key messages used bits to differentiate MIC across messages.
We could modify the transaction sequence number depending on the type of mechanism to eliminate the cut-and-paste attack.

The Snonce/Anonce helps distinguish the execution of the protocol; the modification of the transaction sequence number guards against cut and paste attacks.

We could simply reverse the position of the Anonce and the Snonce depending on the message.
We could simply make the transaction sequence numbers 5 and 6 for reassociation request and response.

The resolution to comments 1253 and 1254 will be resolved by updating the specification with the transaction sequence numbers for the FT protocol messages.

· Discussion on the resolution to comment #33 as described in document 11-03/770r0

The group will go into adhoc fashion.
The author of the proposal will continue to investigate based on comments today and find support for the proposal within the group.

· Discussion on Technical Issue 60 (Comments 1261, 1264, and 1385)

The commentor will accept the resolution to these comments if “reservation prior to reassociation goes away”

We have discussed this many times and we have not been able to remove this feature.

The rationale behind the design the concept of pre-reservation came from the idea that the STA is not assured that resources would be available when it roams.

With the QBSS load, the STA should be able to reserve resources 90% of the time.

The QBSSload is implementation specific.

If QBSS load is implementation specific, then pre-reservation is specific.
The definition of QBSS load and reservation are not clear. The QBSS load may not describe the state of the medium. A reservation does not absolutely guarantee medium time.
There are a few corner cases where “reservation prior to re-association” is reasonable.

Reservation prior to re-assocation will help when all neighbouring AP’s are heavily loaded.

QBSSload is dependable and can be tunable. It allows an AP to control system behaviour.
The AP can use available admission capacity to control system behaviour. That is how it can control STA transitions.

Reservation prior to reassociation was useful when AP’s were heavily loaded.

The STA has to reassociate in order to reserve bandwidth. If the reservation fails, the STA has lost its QoS resources.

We could add the RIC to the first two messages of the base mechanism. We could define it as advisory, the AP would not reserve resources but would report back whether the resources could reserve.
The inclusion of the RIC in the FT Auth messages would be optional for the STA. The RIC reservation would take place.

The first two frames with the RIC are a hint; the RIC reservation takes place in the re-association frame.

From the STA point of view, it receives an assurance that it could get resources at a transition candidate AP.
If you have query and reservation, the STA can choose to reserve resources prior to reassociation, or test whether it can reserve resources at a STA.
In the future, the STA may need to reserve bandwidth to guarantee that high bandwidth applications may be used after a successful transition.

The only place where pre-reservations can help is where there is admission control collision. That is, there is multiple STA’s roaming in a congested network.

This problem has not been decomposed enough to arrive at a solution.

Reservations can take a lot of time. A TSPEC negotiation can go back to a server in the infrastructure. This could take in the order of seconds.

The standard cannot be modified to take into account poor implementations.

There are poor implementations today that influence experience.
If we are going to have the reservation scheme, then the AP should allocate the bandwidth during the reservation.

With the “query” proposal, the AP still needs to do the admission control test. This resolution still requires the AP to process the TSPEC. 

The first two messages involve the AP doing the reservation test.
When the TSPEC is processed, the draft states that the AP would admit the reservation in the inactive state.

In the “query” proposal, the AP could test the admission control request during the first to FT messages. The reservation would not become active until the STA completes reassociation with the target AP.

The delay in transition could be a result of slow TSPEC processing on the AP.

Bandwidth broker architectures should not link L2 QoS with L3 QoS.

This “query” proposal was meant to be a mechanism for the STA to test whether AP resources are available. Reservations would not be committed until the reassociation completes.

There is no difference between the proposed “query” mechanism and the base mechanism.

We need to understand what algorithms would be in the standard and what not into the standard.

We should make a requirement for an AP to turn around a reservation request in a reasonable amount of time.

This fundamental issue has been argued in both TGe and TGr. We need to decide what we are going to do.

The options to resolve this comment are: accept this text; or accept other proposals.

We have a better understanding of what the issues are. There should be a requirement on the TSPEC processing time. The advantage is additional complexity versus implementation flexibility.
· Discussion on Technical Issue 43

This issue has already been resolved.

We removed the offending text.

· Discussion on Technical Issue 45

Solved by the resolution to technical issue 22.

· Adjourn until 8:00am tomorrow for the TGr teleconference.

Wednesday June 21, 2006

9:00am

Call to order

· Discussion on the agenda

· Discussion of Technical Issue 8 on the TGr security architecture

Discussion of submission 11-06/825r1
This submission is complementary to submission 11-06/566r1.
The EAP peer can be a separate logical entity from the Supplicant.
The IEEE 802.1X Authenticator is indeed the Authenticator; The R0 and the R1 Key Holders are part of the RSNA Key Management.

Fundamentally both the IEEE 802.1X authenticator and the RSNA Key Management are both known as the Authenticator.

With IEEE 802.11i, the PMK is sent to RSNA Key Management function.
TGr distributes the RSN Key Management functions across 2 logical entities.

If we name all key holders Authenticators, then it will be impossible to deliver keys between the key holders.

When we introduced one R0 key and multiple R1 keys, then we have a key delivery problem.

Moving the key management to the SME solves the key distribution problem.

In TGr, we are enhancing the key management through deriving the PMK-R0, and defining a push or pull mechanism to derive and distribute PMK-R1 keys.

There is an association between the Authenticator and IEEE 802.1X. RSNA Key Management is a function that is part of the IEEE 802.11 SME.
We need to update the draft with the correct language to describe the security architecture.

We are labelling functions, not naming them. The term Authenticator is overloaded.

We need to distinctly label the security components in IEEE 802.11r.

Perhaps we need to talk about two different entities performing different functions.

The IEEE 802.11 architecture defined by IEEE 802.11i still applies to TGr.

In IEEE 802.11i, there is an assumption that every component performs all IEEE 802.1X and RSNA Key Management functions. 

TGr needs to explicitly define the R0 and R1 key management functions.

The RSNA key management framework referes to the IEEE 802.11i 4-way handshake.

We need to decide how we map the new TGr AKM to IEEE 802.11r.

We need more detail on how keys are managed in order to perform a proper security analysis.

When we make changes to the draft, we should change the normative reference, not the informative reference.

In IEEE 802.11r, the R0 and R1 Key Holder perform part of authenticator functions, but not all functions of the authenticator.

IEEE 802.1X defines the Authenticator entity.
We’ve partitioned Authenticator functions across these entities.

We have to create something that is well defined enough so that a security analysis can be performed.

From the STA point of view, it will see one address, the BSSID.

Based on IEEE 802.1X, the Authenticator does port control. The key management is defined by IEEE 802.11i as part of the RSNA Key Management.
We need to label the functions correctly before we can define the architecture.

In IEEE, there is a module that does the PMK-R1 derivation and another module that derives the PTK.

The entity that is doing port control is not the NAS.

The Port Control function is missing from slide 5.

The same entity that is receiving the MSK is deriving the R0.

The R0KeyHolder and the IEEE 802.1X Authenticator should be the same entity.
The R1KeyHolder instructs an IEEE 802.1X entity to open the port.

In TGr, we can’t call any of the components the authenticator, because no one logical component performs all the functions of the authenticator.

We need to call out the R0KeyHolder as a separate entity to distinguish IEEE 802.11r from the work of other standards bodies.

The term NAS client is an explicit function that refers to the work of other standards bodies.

We should ban Authenticator because it refers to work done by IEEE 802.1X, not IEEE 802.11r.

We have to define an interface to a well-defined external entity.

We could use the term TGr PMK-R0KeyHolder which is identified by the NAS ID.

This entity has an external interface to the EAP NAS.
For each first association, there can only be one R0KeyHolder.

AP’s in a mobility domain can advertise multiple R0KeyHolders.

There is no mechanism to enforce that the STA cannot go through and create an initial association with multiple PMK-R0 Key Holders in the same Mobility Domain.

There is some work in the IETF to derive application-specific EMSK’s.

We should label the R0KeyHolder ID with the NAS ID.

Each R0KeyHolder would have a separate NAS ID.

With multiple R0KeyHolders, there needs to be co-ordination between key holders to ensure that there is only a single R0KeyHolder. This definition is beyond the scope of IEEE 802.11r. There would need to be some type of “shoot down” protocol to ensure that there is a single R0KeyHolder.

There is no security reason why the client can’t have multiple R0KeyHolders.

If the STA comes back to the same R0KeyHolder and tries a new initial association, the old key hierarchy is revoked.

We need to fix the text that discusses how the PMK-R0 and PMK-R1 SA is revoked.

The port control and the R1KeyHolder should remain separate.

The state of the port is maintained by the R1KeyHolder.

If the TGr initial association 4-way handshake terminates in the R1KeyHolder, we should not be using EAPoL Key data frames.

There has to be an R1KeyHolder in order to do the Initial Association.

Currently there are MIB variables that define the R0KeyHolderID and R1KeyHolderID’s.
In the fat AP case, the R0KeyHolder ID could be defined to be different from the R1KeyHolderID.

We are going to require names for these entities. In the case where they are co-resident, it would be better to use the same ID for the R0 and R1 key holders if they are co-resident.

A STA should be able to handle the case where the key holders are named differently.

An administrator could misconfigure all the R0 and R1 key holders with the same name.

The administrator would create a NAS-ID and contatenate the NAS-ID with the particular key holder name.

We need to advertise the Key Holder names in every message so that the the device asserts its identity.

The component that is deriving the key needs to assert the identity of the R1KeyHolder.

We can advertise the R1KeyHolder identifier in the protocol, but it does not necessarily have to be the BSSID.

There has to be something that the AP asserts prior to the key management stage that asserts the identity of the R1KeyHolder.

The R1KeyHolder ID has to map to the physical topology.

The R1KeyHolder ID has to be unique across the mobility domain.

If the security depends on how the R1KeyHolder is defined, then the algorithm to name the key holder is in scope.

The R1KeyHolder can be named as a MAC address of the physical entity that is resides.

We used the Mobility Domain to implicitly advertise the R0 and R1 key holder ID’s.

In the controller architecture, the PTK is shared between the Controller and the WTP. There is a specific cryptographic boundary in which the PTK is used.
We decided to put normative text in clause 8 to give details on the TGr security architecture.

Discussion of document 11-06/566r1 on the TGr security architecture
TGr will use the IEEE 802.11i mechanisms at initial contact.

The arrows in the diagram on slide 3 need to be labelled and documented.

The diagram on slide 3 needs to align better with what is included in the architecture figure in clause 5.

Slide 3 describes an infrastructure rather than a single MAC entity.

If an architecture diagram based on slide 3 is added to the TGr draft, then there should be another diagram added to depict the IEEE 802.11i architecture.
TGr should show what is there today with IEEE 802.11i as well as what additionally TGr has added to the draft.

We need to describe the relationship between the TGr, the IEEE 802.11 MAC, and the system that it is used.

We’ve taken apart components that are self-contained as part of IEEE 802.11i.

As a result of this architecture exercise, it was determined that TGr needs an additional key.

TGr needs to define a state machine for the FT AKM.

There needs to be a key that is derived to protect the TKIP counter measures and distributing group keys.
The KCK11 is used to authenticate the messages during the FT process.

The keys are used for two different mechanisms: FT and Initial Association.
The PTK is defined  to be used for: 802.11 protection and IEEE 802.1X

The R0KH generates the PMK-R1 key and transmits it along the ANonce.
No where in the state machine is there any reference to what component does the GTK re-keying.

There is nothing to say which component generates and sends the EAPoL-Key message. The EAPol-Key message is defined by IEEE 802.11. Therefore the EAPoL-Key message is generated by the IEEE 802.11 SME.

The EAPoL-Key messages should be generated by the IEEE 802.11 SME.

The only IEEE 802.1X messages are PortControl and TKIP countermeasures.

The IEEE 802.1X PAE does port control. We use the port control, the Ethertype, and the header of IEEE 802.1X.
All the keys are part of key management and reside as part of the SME.

There is a problem that the PMK-R1 Names are the same independently of the session.

The Anonce is generated by the R0KeyHolder at initial association. The Anonce is generated by the R1KeyHolder during FT.

Two Anonces could be transmitted in message 1 for initial contact.

The Anonce is used to distinguish two R0 Keys. It allows the instantiation of different R1 Keys.
There were two purposes for the R0 Anonce: for the handshake and to generate a new R1.

Ideally there should be a different Anonce for different R1 keys.

R1 is a local authentication key. In this case for different R1 key holders, they have to force a new initial association to generate new R1 keys.

This group can only handle key compromise, not key holder compromise.

The Anonce does not give distinct R1 Names.

The current draft states that the R0KeyHolder will supply the Anonce at initial association.
There are two Anonces, one by the R0KeyHolder at initial association and another that is generated by the R1KeyHolder during the FT process.

We should rename the R0KeyHolder Anonce to something like “Rnonce”.

For the initial association, there is no way that the R0KeyHolder can send the Anonce to the STA.

In message 1, we transmit two Nonces, one for the R0Name and another for the PTK.

There is more elegance in using option 1 on slide 7.

We will extend the additional keying material in PMK-R0 for use in PMK-R0 Name derivation.

The name that we are generating will act like a message integrity code.

In the initial association, the Anonce is being overloaded for different purposes.
There is still an issue with the PSK. The PMK-R1 name never changes.
The mechanism does not work when we are using pre-shared keys.

In the case of PSK, the R0 and R1 name will never change because the keys don’t change. However the PTK will change.

Kapil Sood will make a submission to document the PMK-R0 name and Anonce.

The TKIP counter measures or the GTK exchange would not change for TGr.

The EAPKIE is now in the FTIE.

There is a MIC field in the FTIE as accepted in draft 2.1.
We need a submission to include the KCK-11 instead of the KCK-1X.

Nancy Cam-Winget and Kapil Sood will create a submission to use the KCK-11.

From a messaging and signalling standpoint, we can harmonize “over-the-DS” and “over-the-air” mechanisms.

This was a separate work item that was captured by issue #9 that was assigned to Dorothy Stanley and Henry Ptasinski.

We should reject the comment in issue #9.

We need to provide the text to describe this architecture.

Michael Montemurro will take the lead to update the security sections to describe the agreed to TGr architecture.

We should simply update the TGi state machine to update the calculation of the PTK.

Kapil Sood will prepare a submission to update the IEEE 802.11 state machines with Dorothy Stanley.
The pseudo-code will have to be updated as well.

· Discussion on document 11-06/624r0

PMK-R1 derivation has been addressed earlier.

We are fairly close to a resolution of this issue. The AP needs to assert an identity that can be asserted in the key derivation.

The identify needs to be verifyable in an attack.

The PMK-R1 should not be used for other purposes. It needs to be bounded to a particular R1KeyHolder. The R1KeyHolder needs to prove it to the client.

There will be a submission on this issue.
Simultaneous PMK-R0 instantiations was a key synchronization issue.

We cover the situation when a client goes back to the same AP. However we cannot prevent the problem when the client goes to different AP’s.

How can we do key revocation if we have no key distribution.

The key revocation is over-the-wire, not over-the-air.

There can be only one R0 Key Holder in the Mobility Domain. However there is no way to enforce this.

We should make the assertion that the STA can only have one TGr instantiation.

There is no real mechanism to force the STA to have only one association in the ESS.

We should use the pattern of the reassociation frame which contains context of the previous association. The infrastructure may or may not take action on that.

This would need to be included as part of the initial association.
We have decided to include both Nonces in message 2.

· Discussion on technical issue 9

The comments should be rejected.

· Discussion on technical issue 28

Capture in a comment resolution document 11-06/537r20 and an updated submission on key holder protocol requirements.
· Discussion of technical issue 8

Captured in comment resolution document 11-06/537r20
The PMK-R0 is derived as a specific key to TGr. The R0KeyHolderID is specific to a particular key holder that is authorised to use that instance of the PMK-R0.

You need to bind the name of the entity that established the root of the key hierarchy.

There is a one to one relationship between the PMK-R0 and the MSK. Therefore no key separation is required.

We have address 29 comments so far at this adhoc meeting.

Recess until Thursday morning.
Thursday June 22, 2006

9:00am

Call to order

Discussion on document 11-06/650r0
We can remove the RIC root IE if we remove the confirmation RIC

If we restrict a RIC data IE to a single resource request, we will have articulate how the AP will process multiple RIC data IE’s.

Vendor tests for admission control have shown that the admission control request can take up to 43 ms.

These changes make the “reservation prior to reassociation” (the six message flow) more important.

· Discussion on beacon bloat as document 11-06/862r0.

The information required for the AP to create the PMK-R1 name is available once the AP receives the PMK-R1.
The key revocation procedures will state that the STA can only hold one instance of the key hierarchy.

For the key revocation procedure to work, the R0KeyHolder will have to track which AP’s have received the PMK-R1.

We decided yesterday to use additional information in the hash to generate the PMKR0Name.

Yesterday we decided to use the R1KeyHolder MAC address. The default R1KeyHolder would be the MAC address of the R1KeyHolder.

We discussed yesterday that we wanted to restrict what the R1KeyHolder ID can be named.

There is a sentence in the initial association clause (8A.2.1) that states when an initial association completes successfully, the STA and the AP must delete the PMKR0 SA and all PMKR1 SA’s.

On slide 6, it seems that option 3 would be the best approach.

Frank Ciotti will create a submission to propose these changes to the draft.

· Discussion on technical issue 46 (comment 1064)

This should be tied to a motion to remove “reservation prior to reassociation”

We have fundamentally different capabilities that could combine to address different FT scenarios.

There are two major contentious features in TGr:

“Over-the-Air” versus “over-the-DS” FT mechanisms

“reservation prior to reassociation”

The standard specification does not include guidelines on how to use the protocol.

The supporting documents to standards development are publically available.

There are publications that give guidelines on how to use the protocol.

The informative sections in IEEE 802.11i explained how the protocol worked.

Kapil Sood will prepare a submission for July to add text to the draft to give guidelines.

· Discussion on document 11-06/819r1:
Nobody has looked at draft 2.1 to decide whether anything has been missed.

This document describes issues with draft 2.1

There is no need to prepare a draft 2.2 without a motion to accept the changes to this draft.

The redline version of the current draft includes comment numbers where the comments were resolved.
· Discussion on the to-do-list document 11-06/578r0

Dorothy Stanley and Michael Montemurro should be on the list for issue 8.

Issue 13 was resolved.

Issue 22 was resolved with changing the transaction sequence number to address the possible attack.

Kapil Sood should be added on the list to Issue 27. Kapil Sood will talk with Henry Ptasinski

Issue 44 has been resolved at this meeting.

Issue 45 was the same as Issue 22.

Issue 65 has been completed.

· Adjourn until the plenary session in July.
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