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BACKGROUND

In the 11r spec there are essentially 5 entities which can all be co-incident or be distinct and can also apparently be almost any combination thereof. These are:

1. AAA Client
2. PMK-R0 holder
3. PMK-R1 holder
4. PMK-R2 holder
5. PTK holder

The free-form nature of this definition (“the AAA Client…may be co-located with the PMK-R0 key holder or may be a separate device”) means that there are at least eleven different ways to implement support for 11r. Even if the key hierarchy is changed to a two-level hierarchy there are eight different combinations.This makes evaluation of 11r extremely problematic and makes interoperable implementations highly unlikely.
Most of the combinations illustrate a very unorthodox use of 802.1x, EAP, and RADIUS by introducing new roles with undefined or poorly defined responsibilities. 
The method of communication between the aforementioned entities is also not defined and therefore there is no way to know whether the requirements the protocols used by 802.11r place on their transport are met. For instance, the “first contact” a STA has with an ESS is to “the 802.1x Authenticator on the TTAP”. The STA and this entity perform “[t]he 802.1x EAP exchange between the TSTA and the TTAP using EAPOL messages carried over 802.11 data frames.” How is this conversation carried on between the other PMK holders and the AAA client? What if they are not co-resident with each other or with “the 802.1x Authenticator on the TTAP”? After this “first contact”, the TTAP has a PMK-R2 security association. How did it get PMK-R2?
Security analyses of EAP all assume straightforward use of roles with well-defined relationships to each other. Furthermore, current work on other protocols’ proper use of EAP (e.g. the EAP Key Management Framework memo from the IETF’s EAP Working Group) are all based on a clean delineation of responsibilities between entities with well-defined relationships to each other. 802.11r does not define the responsibilities of the aforementioned entities and therefore any delineation, clean or not, is impossible.
Issues that 802.11r cannot currently address properly are:

· EAP key caching

· Key lifetime enforcement

· Key scope determination
· EAP Channel Binding (the current 802.11r model precludes its use!)
· Authorization and Correctness
Furthermore, use of a backend AAA server is optional but 11r seems to assume it is always there.
PROPOSAL

Reduce the number of combinations to two:

· All entities are co-incident

· The PTK holder is distinct from the other PMK-Rx entities which are co-incident.
The “AAA Client” and the 802.1x authenticator are called the NAS and are always co-incident. Each NAS is identified by a unique NAS-Id and an AP that beacons that NAS-Id is claiming that it is (part of) that NAS. 

Every NAS to which a STA performs “first contact” is a PMK-R0 holder. It also generates all PMK derivatives for its own use and distributes PMK derivatives to other NASes The “AAA Client” portion of the NAS is only used to obtain the AAA key from a backend AAA server when one of those is used.

It is also necessary to require the NAS to retain any authorization attributes it received from an authentication and authorization service (whether native or a backend AAA server) and to distribute all authorization attributes along with every PMK-R1 derivative.

Enforcing these new requirements will ensure that entities in 802.11r have one-to-one relationships with the entities defined by 802.1x and EAP for use with authentication and authorization for network access. This will mean an orthodox use of 802.1x, EAP, and AAA that will make proper analysis of 802.11r easier. It will also make it possible to solve the security shortcomings of 802.11r—correctness, EAP channel binding, no defined key distribution technique.
Enforcing these requirements will still satisfy all of the various architectures identified by the IETF’s CAPWAP Taxonomy memo (still the most comprehensive analysis of the existing state of 802.11 deployments to date).

CHANGES TO THE TEXT

Insert the following sentence to 3.123
Also known as the NAS

\
Insert the following sentence to the NAS definition in section 4

“, also known as the ‘Authenticator’”.

Insert a NAS-id definition to section 4

NAS-Id, the unique identifier for a particular NAS

Modify 5.4.5.2 as follows

When the station and the authenticator of the new AP have a cached security association, either due to a prior association or pre-authentication, the station does not need to re-authenticate to the authenticator of the new AP

A STA in an RSNA environment is able to pre-authenticate to the authenticator of a new AP prior to transition, using the connection to the current AP to communicate with the new AP via the DS. This allows the establishment of a PMKSA in advance of transition with the authenticator whose AP(s)  has not yet been visited. Upon (re)association with the authenticator of an AP where pre-authentication has been accomplished, PMK caching can be utilized by presenting a PMKID in the (re)association request.

When an EAP authentication occurs to an AAA server, the AAA server informs the authenticator of the lifetime of the authentication; for example, RADIUS and Diameter servers return the Session-Timeout attribute. At some point in advance of expiration, the authenticator must initiate a re-authentication in order to allow the session to continue.
Change the initial two sentences of 8.5A to:
While the use of the key distribution mechanism defined in clause 8.5 can facilitate a BSS transition, the implication is that the TSTA must have established a fresh PMK with each authenticator prior to association to an AP which is (part of) that authenticator. The imposition of establishing a PMK by means of a full IEEE 802.1X EAP authentication can often be a time expensive operation that might prohibit a fast BSS transition.

And the first sentence of the second paragraph of 8.5A to:

This clause describes a new key hierarchy, called the FBT key hierarchy, and its supporting architecture that enables Fast BSS transitions while obviating the need to have the STA (and the authenticator of each AP it transitions to) execute multiple IEEE 802.1X EAP authentications.

Change definition in section 8.5.A.4

The entity that stores this key is typically the NAS that is identified by its NAS-Id. The NAS-Id must be advertised by the TTAP in the beacons and probe responses.

Change definition in section 8.5.A.5

This level enables the distribution of a PMK derivative to other NASes to which the STA wishes to perform a Fast Transition.. The NAS that receives  this key is identified by a 16 octet string referred to as the R1KH-ID. The R1KH-ID must be advertised by the TTAP in the beacons and probe responses. A NAS that is a PMK-R0 holder is always also a PMK-R1 holder for the key hierarchy of a STA that performs its “first contact” with that NAS.
Change description in 8.5.A.7

A TSTA first acquires PMK-R0 keys for use in fast transitioning ("first contact") via the Security Domain of the authenticator of the AP with which it associated.

Insert the phrase “its role as” to the sentence 

When the 802.1X AKM is used to establish keys, the PMK-R0 Key Holder acquires PMK-R0 from its role as the AAA Client

And Insert the following to the next paragraph:

Each PMK-R0 Key Holder is responsible for deriving a PMK-R1 for its own use (as a PMK-R1 holder) as well as deriving any other PMK-R1s for other NASes in the Security Domain and transmitting them to the appropriate NAS in the Security Domain with which the station is associated

Modify the PMK-SA in section 8.A.2 to:

Upon successful completion of the 802.1X EAP authentication, the 802.1X Authenticator receives the required information to define its PMK-R0 PMKSA:

- TTAP's BSSID, 

- PMK-R0, 

- R0Name, 

- SPA, and 

- authorization information including KeyLifetime

The Authenticator then generates PMKSAs for the rest of the FT Key Hierarchy.

Following a successful 802.1X EAP authentication and generation of PMKSAs for the FT Key Hierarchy, the TTAP and TSTA then perform a FT 4-way handshake similar to the handshake defined in section 8.5.3.4. The EAPOL-Key-FT frame notation is defined in Section 8A.1.4 and 8.5.2.2.
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