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Abstract

This document describes a way of greatly reducing reception failure due to scrambler seed propagation errors with MAC-level FEC, while maintaining the backward-compatible systematic nature of the FEC frame encoding and not introducing the error-smearing caused by moving-average filter methods. The method is such that the extent of support at both transmitter and receiver can be varied greatly to trade performance against complexity, and has the desirable property that the expected complexity at mobile terminals is significantly less than that at the QAP. Additional text to draft section 7.6 is included (based on draft v3.0) incorporating the changes required to implement this method.

Introduction

The 802.11a standard states that the initial state (seed value) of the transmit scrambler “be set to a pseudo random non-zero state”. The service field of the 802.11a PLCP sublayer allows the initial state of the scrambler to be deduced at the receiver, thereby allowing the rest of the data to be descrambled successfully. However, as is now well known, errors in reception of the service field cause the descrambler to be incorrectly initialized and corrupt the entire content of the frame, beyond the capability of MAC level FEC to correct for.

The technique presented here provides a fallback method for the receiver when an error occurs in reception of the service field. By using an agreed pseudo-random algorithm for deciding the seed to use at the transmitter, it is possible to use correctly received frames to synchronize the same algorithm at the receiver. This means that a frame with an incorrectly received scrambler initialization field can be recovered, as long as the previous frame was correctly received.

Section 2 presents the proposed method. In section 3, a simple theoretical analysis of the performance of the system is provided. In section 4, a number of refinements and trade-offs to reduce the computational complexity of the method are presented.

1 Proposed method

This technique is based on using a known algorithm to generate a deterministic sequence of scrambler seed values to be used between each <transmitter address, receiver address> pair for FEC traffic. In order to fulfil the requirements of the 802.11a standard, this sequence must be pseudo-random in nature and never produce an all zero value. To be able to synchronise the algorithms at transmitter and receiver, the receiver must be able to deduce the next value in the sequence based on transmitted information. A sufficient condition for this is that the seed value for the next frame can be determined only by the seed value used for the current frame.

A very simple algorithm that meets all of these requirements is to use a 7 bit maximal-length LFSR sequence generator, such as the one used in the 802.11a scrambler: in fact, it is proposed to use exactly the same sequence generator algorithm. The scrambler is initialised with the current seed value, and a single iteration of the scrambler algorithm is performed. The resulting scrambler state is then used as the next scrambler seed value in the sequence. Due to the interleaving and sub-carrier mapping, this will still provide the desired randomness of the resulting OFDM symbol.

1.1 Procedure at the transmitter

The procedure at the transmitter is very straightforward. A list of <Address1, Seed> pairs is maintained by the transmitting device for receiving addresses (Address1) to which FEC traffic has been sent. Address1 may be a unicast, multicast or broadcast address. Prior to transmitting an MPDU using FEC, the transmitting QSTA checks to see whether an entry in the list exists with a matching value of Address1. If no matching entry exists in the list, one is created with the Seed value set to any arbitrary value that is legal according to the PHY standard. The Seed value corresponding to the receiver address is then used to initialise the scrambler in the PHY layer (the method by which this is done is outside the scope of the 802.11e standard, but PHY layer designs have by necessity some way of setting the scrambler initial state).

1.2 Procedure at the receiver

At the receiving QSTA, incoming MPDUs are received from the PHY layer after having been descrambled using a seed value deduced from the received service field. The technique described here requires that a method exists to determine the seed value that was deduced in the PHY layer. Again, the method by which this is done is outside the scope of the 802.11e standard.

At the receiver, a list of <Address1, Address2, Seed> triplets is maintained. If an MPDU is received successfully (after possible error correction), and is an FEC frame, the list is checked for an entry with matching Address1 and Address2. If no such entry exists, one is created. In either case, the associated Seed value is updated by taking the value used by the PHY layer to descramble the message, and updating it using the same algorithm as used in the transmitter.

If a received MPDU is determined to still be incorrect after attempted error correction (e.g. incorrect FEC FCS), the receiver makes an attempt to recover based on the hypothesis that the failure was due to an incorrect descrambler seed value, and that the correct descrambler seed value for this MPDU is stored in the local list of <Address1, Address2, Seed> triplets (i.e. that the last FEC MPDU from the same source was received correctly).

Since the MPDU is corrupt, Address1 and Address2 values cannot be determined. A search of the seed values must therefore be performed. For each seed value in the search, a correction sequence is generated based on the difference between the PHY-layer deduced seed value and the current search value. This can be done straightforwardly by performing another descrambling operation on the received MPDU, with the initial state set to the XOR of the two seed values.

If the matching seed value has been found, this operation will correct for scrambler seed error propagation in the received MPDU, and allow FEC error correction with the same probability of success as if no PHY descrambler error had occurred. On a successful FEC FCS check, the <Address1, Address2, Seed> list is updated, based on the Address1 and Address2 fields in the MPDU and the seed value that was used to successfully descramble the MPDU.

2 Analysis of performance

From the preceding method it is clear that, as long as the previous MPDU in a given seed sequence has been correctly received and a full search of the Seed values is performed, the probability of receiving the next MPDU in the sequence correctly is that which would be given by the FEC code without the descrambler error propagation problem. However, if the previous MPDU in the sequence was not received correctly then it is not possible to recover from an incorrect descrambler initialisation. In other words, the probability of successfully receiving the current MPDU in the sequence depends only on the outcome of the last MPDU in the sequence. This situation can be modelled with a simple two-state Markov chain.
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 for MPDU n in a particular seed sequence can be expressed conditionally on successful and unsuccessful reception of MPDU n-1 as follows:
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The state transition probabilities for the two states (error and OK) are shown graphically below.

The steady state probability of error for a given MPDU is then given by the following equation:
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 is greater than 
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, and therefore the denominator of the equation is less than one and the resultant probability of error is slightly increased. At low error rate, 
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To investigate the magnitude of the increase, the resultant packet error for an FEC MPDU carrying 1000 data bytes FEC was calculated for a given raw BER at the PHY output, based on the assumption that bit errors are independent of one another. The results are shown in Table 1 below.
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	-2,5
	-0,39
	-0,38
	1,50%

	-2,6
	-0,82
	-0,81
	1,72%

	-2,7
	-1,37
	-1,36
	1,54%

	-2,8
	-1,99
	-1,99
	1,26%

	-2,9
	-2,67
	-2,67
	1,01%

	-3
	-3,40
	-3,40
	0,80%

	-3,1
	-4,16
	-4,16
	0,64%

	-3,2
	-4,95
	-4,95
	0,51%

	-3,3
	-5,77
	-5,77
	0,40%

	-3,4
	-6,60
	-6,60
	0,32%

	-3,5
	-7,44
	-7,44
	0,25%

	-3,6
	-8,30
	-8,30
	0,20%

	-3,7
	-9,16
	-9,16
	0,16%

	-3,8
	-10,03
	-10,03
	0,13%

	-3,9
	-10,91
	-10,91
	0,10%

	-4
	-11,80
	-11,80
	0,08%


Table 1 Packet error rates against raw BER
3 Reducing complexity

3.1 Complexity reduction at the transmitter

At the transmitter, the main cost for the technique is the storage required for the <Address1, Seed> pairs. The number of entries can be restricted, and some form of caching policy implemented. At a WSTA, the number of cache entries required is likely to be small, since all traffic except for sidelink traffic will be sent via the QAP. At a QAP, the number is likely to be greater but more storage is likely to be available.

3.2 Complexity reduction at the receiver

The main cost for the method at the receiver is the processing required to perform the search for a correct seed value. The processing for each iteration of the search is made up of that required to calculate the compensated MPDU and that required to perform error correction and FEC FCS checking. As discussed earlier, the compensated MPDU can be calculated in a straightforward manner. The most dominant component is therefore the Reed-Solomon error correction. It should be noted that the use of unacknowledged traffic or delayed acknowledge may be used to remove the SIFS real-time constraints, and therefore the main constraints on processing delay are likely to be due to the QoS requirements of the traffic in question.

3.2.1 Restricting receiver addresses

 A simple way of restricting the number of entries in the <Address1, Address2, Seed> table, and thereby limiting the search extent, is to only keep entries for MPDUs with Address1 values intended for the receiver (including broadcast and multicast frames). This will cause a very small reduction in the amount of NAV data available, but since QoS (+) CF-Poll frames are never sent using FEC, it is unlikely to degrade QBSS performance. Since one is only applying techniques to one’s own receive address(es), it is also possible to massively simplify the search, by first attempting to only correct errors in the MAC header and discarding the search values where this does not produce a matching Address1.

3.2.2 Using MAC-level information

The potential search space is likely to be greatest at the QAP, and consists of any QSTA which is using FEC on the uplink . At a WSTA, the only candidates are the QAP and those WSTAs who have sent direct traffic with FEC.

In practice in both of these cases, a receiving QSTA is unlikely to have no knowledge of the transmitting address. Where a transmission is part of the CAP, or is part of a HC-initiated TXOP, or is all but the first frame of an EDCF TXOP, the transmitting QSTA will be known, and therefore so will the Address2 field.

3.2.3 Searching by minimum Hamming distance

When all ways of minimising the search space have been used, the remaining values can be searched in an intelligent manner by beginning with those stored seed values which imply the smallest number of bit errors in the service field received at the PHY (there is, of course, no point in considering entries with the same seed value as that used by the PHY).

4 Normative text

Insert the following text at the end of the current section 7.6 “MAC-level FEC and FEC frame formats”:

In order to reduce the impact of scrambler initial state (seed) transmission errors in PHYs which use a non self-synchronising descrambler such as the 802.11a OFDM PHY, a QSTA using such a PHY which sends FEC frames shall maintain a list of <Address1,Seed> pairs. Prior to sending an FEC-coded MPDU, the following procedure shall be performed at the QSTA:

· Check for an entry in the list where Address1 matches the Address1 field in the MPDU to be sent.

· If no such entry exists, create one with Seed set to any value that is a valid scrambler initial state for the PHY layer in use.

· Using the <Address1,Seed> data matching the Address1 field in the MPDU to be sent:

· set the initial state of the scrambler in the PHY layer for sending of the MPDU to equal the value of Seed.

· Update the value of Seed, to equal the PHY scrambler state obtained by setting the initial scrambler state to the current value of Seed and performing a single iteration of the scrambler algorithm.
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