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Abstract

This document contains cumulative minutes of meetings of the TGe AP-Mobility Ad-hoc group.

** 14 February 2002:  Hunter took the liberty of cleaning the format of the 6 February 2002 meeting notes; hopefully no content has been changed.

6 February 2002

Adrian Stephens, Chair

Opened the meeting at 10:10 AM PST.

Attendees:

  Adrian Stephens

(AS)
adrian.stephens@mobilan.com

  Rajugopal Gubbi
(RG)
rgubbi@broadcom.com

  David Hunter

(DH)
hunter@timefactor.com

  John Kowalski

(JK)
kowalskj@sharplabs.com

  Mike Moreton

(MM)
mike.moreton@synad.com

  Susan Tsao

(ST)
susan@woodsidenet.com

  Khaled Turki

(KT)
khaled@ti.com

  Chao-Chun Wang
(CW)
ccwang@tvia.com

David Hunter took these notes.

(Note from Chair - Many thanks, David for these excellent notes)

Reviewed proposed agenda

  (from 020204 announcement email by Adrian Stephens):

1.  Roll call

2.  Secretary assignment

3.  Review and approval of the proposed agenda

4.  Bring comments on AP-mobility from all sources and create a list of issues

5.  Discuss means to resolve those issues

7.  Agree, if possible, recommended changes

8.  Assign responsibility for updating document

6 February Agenda Review

RJ:  Suggest that Adrian give brief rundown of the 02/66r3 document distributed by AS on the TGe website.

AS presented the highlights of 02/66r3.

     Aside:  AS pronounces QAPCS as "capsis".

Section 1.4

JK:  General ballot comment (which might as well be made against TGf as TGe):  what interactions does this have with TGf?

AS:  In the general case only one device will provide access to your infrastructure.

JK:  But don't want to preclude that might have access provided by more than one AP.  May need to provide AP redundancy that is invisible to the user.  This may cause a race condition with respect to TGf.  That's why this issue could be a ballot comment on TGf's current letter ballot.

AS:  A station may roam to a new AP.

JK:  But, then, is the TGf "context" preserved? 

RG:  Context can't be preserved when the AP changes.

AS:  This can amount to an unsubtle hint that the STAs need to reassociate to a better AP.   There is no context to hand over to the new AP, so have to create whole new associations.  TGf copes with that case.

RG:  If a more capable AP comes in, is any association list transferred?

AS:  There's no handover at all from the previous AP.

RG:  Then bullet number 4 under Section 1.4 [which states:  "If the most capable QAPCS becomes inactive, the next most capable QAPCS will take over as the AP."].  Because APs may change anytime.

AS:  But typically the most capable QAPCS is a settop box, which has line power.  If it is disconnected, then the next most (say a camcorder) becomes AP.  Now, if this QAP is involved in a stream, it can set its InhibitAPMobility bit to prevent the current streaming from being disrupted if the most capable QAPCS returns.  This state will be temporary, only as long as the stream is ongoing.

RG:  We really need a complete list of requirements for the "taking over" action (as opposed to the ranking process).  You aren't expecting the Inhibit bit to be present in legacy APs, are you?

AS:  No.  The idea is that the Inhibit bit makes the current AP the highest ranking QAPCS, for a while.

Section 3

DH:  Suggest avoiding the "Mobile Unit" term.  I can point out two other, distinct, uses of the term "mobile" in this document, and having a third is just confusing.

AS:  Here we're just using a general TGe term.

DH:  Will take the ACTION to create a rewrite of the document that avoids the "Mobile Unit" term.  Will later suggest ways to pull that term out of the TGe draft altogether.

Section 5.9

AS:  Suggest that we need more text here with respect to JK's inclusion "In order to protect against the possibility of hidden nodes, QAPCS may use one of a plurality of SSIDs, identifying different wireless networks."

JK:  Will take an ACTION to expand that text later -- but it won't happen until next week at the earliest.

AS:  We don't need to create all the solutions right away; the key is just finding the issues now.

AS:  Will take an ACTION to add information with respect to a new Section 4 bullet here.

MM:  Is it worth excluding the hidden node?

AS:  Would like to see all QSTAs to be QAPCS devices.

DH:  Agree with that goal, but am worried about the requirement of a QAPCS device to function as a legacy AP when nothing but legacy STAs are around it.  That would seem to be a heavy burden on many CE devices.

AS:  But the AP is not required to support contention free periods.

MM:  Believe that being an HC is much more complicated than being a PC, anyway, and the QAPCS is required to support that functionality.

AS:  Hopefully the HC capabilities will not be so burdensome that small devices can't support them.

Section 5.9.1

AS:  The current text doesn't clarify the relative timing of these events.  They could happen in either order.  We need to make sure that TGf is able to cope with both orders.

Section 7

AS:  The Infrastructure Bandwidth field contains a coarse mapping of connections to infrastructures.

JK:  Bits 4 and 5 should each be ranges [see their Descriptions].  They currently are overlapping.

RG:  Suggest it would be better to put the bandwidth there.

CW:  Wouldn't it be better to have separate upstream and downstream numbers.

AS:  In separate Tx/Rx protocols, you double the numbers [to state overall throughput], while in Ethernet you don't.  The customer will be more interested in the receive rate.  We should include a note that these values apply to the receive field.

(ACTION on AS?)

MM:  Suggest using bits 2-3 as a user defined priority that can fit into the ranking.

AS:  Would like to hold that discussion until we get most of the issues listed.

MM:  The main goal here is to reduce the number of general ranking discussions.

RG:  We'll have those discussions anyway.

AS:  We can expect a lot of variability in the usages of just two user-proscribed bits.

MM:  The idea would be to use the two bits as a user override -- set by the user or, in larger institutions, a network administrator.

AS:  See your point -- could be a way of passing the buck.

JK:  How could this be set by the user -- a management utility?

MM:  I'd suggest that on a PC it would be user level functionality.

JK:  In a PC you would want to mandate such a capability, but not in an HDTV.  In general I agree with the intent, but definitely don't want the average user to have to even think about this.

MM:  Definitely need to have a default value set.

AS:  Can we get rid of the line power field?  [Do need an indicator of] "AP desirability" -- how much you want to be an AP.

JK:  We have the same problem here as with prioritised QoS.  Would be nice to make them tri-state values -- 1, 0 and "don't care". But I believe line power is a very important discriminator.

AS:  Say we have 4 overall values -- don't want, don't care, want, and really want -- to be an AP.

JK:  As long as we have the Inhibit bit, it doesn't matter that much.  But do want to give enough power to the designer to allow specific usage.

KT:  Why is line power so important?  You might want your laptop to be the AP for certain applications – for instance, streaming to a display device.

RG:  But still need a good reason why another AP couldn't do as good a job.

CW:  The user can decide which is the more reliable.

JK:  In fact, could have a line power AP that is even more capable than the others, because it is connected to an UPS.

AS:  So it seems that having just one bit for line power is not sufficient.  I suggest making this a priority field.

JK:  But now we've gotten back into the correct metric rathole again. It might be best to bring this up to the general group via a message on the reflector.

AS:  I'll take the ACTION to send an email (on the issues with ranking and the parameters to be used in the ranking) on the reflector.

===========

RG:  AP Mobility question:  where are the rules for the AP to give controls?  When to set / reset the Inhibit bit.

AS:  The general rule is that the highest ranked devices will set/reset the Inhibit bit dynamically.

RG:  Still need to set the rule exactly so implementations can follow the same procedure.

AS:  At root this needs to be a local decision.

RG:  Can still have a minimum set.  For instance, it shouldn't be conformant behaviour for an AP to go down in the middle of a stream.

AS:  Hopefully this behaviour is not highly dynamic.  It should be a very rare circumstance.  Take the case in which a settop box [has paid, monthly, access on cable], and the user has an emergency backup dialup modem which costs money for access.  [The user doesn't mind paying as an emergency backup, but wants the "free" connection to take over the moment the settop box comes back on line.]  Now a brief glitch in the settop causes the backup to take over.  Since the settop is streaming, it sets its Inhibit bit.  So when the settop comes back, it is shut out [from being the AP].

RG:  I'll take the ACTION to write a normative behaviour section for this [to start discussion on normative rules for setting the Inhibit bit].

===========

Consensus was to end the review of 02/066r3 at this point, and for it to be taken up from this point at the next teleconference (probably next week at the same day and time).

Section 11.4.1

JK:  I need to mention two questions from Japan-side about QAPCS scanning:

     (1) About the requirement that a QAPCS shall periodically scan for APs with higher QAPCS priority:  we should make it clear that if the InhibitAPMobility bit is set, the QAP need *not* do this.

     (2) If the QAPCS is scanning other channels, what is the scan rate?  Anyway, does this limit the QoS capabilities [of the system]?

AS:  The 10 percent number was just picked out of the hat.  We need much more justification of useful numbers.

6 February End

Meeting adjourned 11:40 AM PST.

13 February 2002

Adrian Stephens, Chair

Opened the meeting at 10:00 AM PST.

Attendees:

  Attendees:

  Adrian Stephens

(AS)
adrian.stephens@mobilan.com 

  Toshihiro Fujita

(TF)
sukechan@sm.sony.co.jp

  Rajugopal Gubbi
(RG)
rgubbi@broadcom.com

  David Hunter

(DH)
hunter@timefactor.com 

  Ho-In Jeon

(HJ)
hoinjeon@netsgo.com

  John Kowalski

(JK)
kowalskj@sharplabs.com

  Mike Moreton

(MM)
mike.moreton@synad.com

  Susan Tsao

(ST)
susan@woodsidenet.com

  Khaled Turki

(KT)
khaled@ti.com

  Chao-Chun Wang
(CW)
ccwang@tvia.com

** If I missed anyone, please email me at hunter@timefactor.com and I’ll correct this list, David Hunter.

David Hunter took these notes.

Reviewed proposed agenda

  (Agenda was re-announced by Adrian Stephens on the stds-802-11@ieee.org reflector 11 February 2002.)

1.  Roll call

2.  Review and approval of the proposed agenda

3.  Bring comments on AP-mobility from all sources and create a list of issues

4.  Discuss means to resolve those issues

5.  Agree, if possible, recommended changes

6.  Assign responsibility for updating document

Agenda Review

Approved without comment.

AS noted that, because some of the participants in this meeting have to attend other teleconference meetings within an hour, this meeting will be limited to 1 hour.

Issues about 7.3.2, Parameter Set

In an email to the stds-802-11@ieee.org reflector on 7 February 2002, AS described known issues about the Parameter Sets.  The discussion of this is deferred until we take up rankings, in general.

Current status:  AS has received, so far, three responses to this email.  The main thing they show is that JK and AS disagree in rankings.  

JK:  we need to include in that later discussion the email by one of my colleagues about assigning ranks to multiple categories.  This is a different formula [than has been presented so far].

AS continued presentation of the highlights of 02/66r3.

Section 7.4.3

JK:  This is a management frame – are all required fields included here?

AS:  Its an action frame, so there is less variety.  But, because for a management frame you have to be a member of a BSS, there is a question whether these are Class 3 or Class 1 frames.

JS:  Imagine you’d also have to be associated and authenticated.

AS:  There’s an ordering problem here.  If a new QAPCS shows up, you need to be able, immediately, to tell it to shut up (if you’re in the middle of a stream, for instance), so it’s still TBD whether it’s possible to interpret these as Class 1 frames.  One comment in the email was that this assertion strictly is not necessary.  It would only slow up in the discovery process if it were deleted altogether.

Sections 10.3.3.2 and 10.3.10.2

AS:  Once a QAPCS enters a BSS, it cannot change its QAPCS enable capability.

MM:  Think we could remove the JOIN for something that is QAPCS enabled.

AS:  That may not be possible.  For an ad-hoc network a new QAPCS will do a scan followed either by a START or JOIN.

MM:  And if you want to defer, you can find that out (whether you need to defer) from the beacon, so can find it in your scan.

Section 10.3.11.9

There were no comments in the review.

Section 11.4

AS:  The first new change is that the QAPCS behaviour can be Enabled or Disabled.  

JK:  May be an editorial remark:  This is defining a functionality that, with the exception of the new frame formats, already exists.  A QAP should understand and respond to those frame formats.  Any STA that does respond to these is a QAPCS [whether it would like to defer or not].  Don’t think this is a new option.  Perhaps just make the statement:  “supports the QAPCS behaviour”.

AS:  Of course adding HC capability and scheduling is significant.

JK:  But so is QoS / QSTA capability.  It adds quite a bit to legacy STA capabilities.

AS:  Will strike the word “optimal” and leave it up to the PICS writers to determine.

CW:  Is there a statement in this section about manually shutting down a QAPCS?  For instance, if it misbehaves, or for protection?

AS:  There’s no way to prevent a device from attacking the scanning BSSID and setting itself to the highest QAPCS ranking.  To avoid this we can only specify what all QSTAs do.  STAs that are QAPCSes could build a blacklist of violators.  Personally, I’d not want to have to write that into the standard.  But we should not lose sight of that as an Issue:  consider a Denial of Service attack by a rogue QAPCS pretending to hold the highest priority.  I suspect it won’t be easy to write that [defence].

CW:  Agree; it is a real problem.

Section 11.4.1

DH:  A QAPCS that is going to go inactive should disassociate all of its STAs before it stops acting as a QAP.  

AS:  Agree that this might have a problem.  Take a poll:  is this a problem or redundant?

MM:  Keep it [the “should disassociate”] in.

DH: Think it should be kept in

JK:  This makes for a clean teardown procedure.

CW:  Think it should stay.  Can improve the re-setup time rather than waiting for the next beacon.

RG:  Arguments against this are going to be:  “You still need to have a mechanism for that anyway, so technically becomes redundant.”

CW:  Agree that the new QAPCS can take over anyway.

RG:  There’s no real incentive for anybody to implement this.  But it isn’t a big deal.

CW:  Could make it optional.

HJ:  Having this will accelerate setup time, so I’d like to keep it in.  It would be better if it were mandatory for QAPCS capability.

AS:  Believe that it clearly should stay as a “should”.  Though there are times when a QAPCS can’t do this, it should remain a recommendation.

RG:  It looks like no one is disagreeing.  There will just be arguments about what happens [in specific circumstances].  I agree with “should” rather than “shall”.

AS:  ACTION:  will add this text.

MM:  Is there a reason code why [a disassociation happens]?  An advantage would be that the STAs would know earlier to start looking again.

AS:  Not yet, but that’s a good idea.

RG:  Section 11.4.1.3 is “should”.  Then if the QAPCS did disassociate with a reason code, then it shall not send out beacons and shall not respond to further probe requests.  Also, if it sends out “going down” messages, it shall not send out further beacons.

JK:  Need to add a clause about when the InhibitAPMobility bit shall not be set.

AS:  Will take the ACTION to add that clause.

RG:  Take the case of overlapping with the same BSSID.  Then a QAPCS will shut down if it sees another that is higher ranked.

AS:  Yes; the QAPCS will act in order to assure that there is only one AP.

RG:  In an Infrastructure is there a way that a user can set a “do not change” state?

AS:  The legacy AP will always take precedence.  For backward compatibility we need to defer to the legacy AP.

MM:  Believe we should drop the term “legacy”.

AS:  Will take the ACTION to rewrite as “non-QAPCS AP”

ST:  So it [the “non-QAPCS AP”] will win even if it is of a lower rank?

AS:  Yes.  You’ll still see non-QAPCS APs being installed in offices.  Here we’re really trying to support the home network, in which typically you don’t have a legacy AP.

DH:  Also:  make the “can” in the last sentence of the fourth paragraph [of Section 11.4.1] a “shall”.

AS:  ACTION:  Will do.

JK:  Why not make that mandatory?  “Shall” instead of “should”?

CW:   Will this conflict with the InhibitAPMobility bit?

AS:  The value of that bit already is figured into the rank.  If it is set, then that QAPCS will have the highest rank.

CW:  But what if the InhibitAPMobility bit is set in a new QAPCS, one that has just arrived?

AS:  Think probably that it should be illegal to come in with the bit set.

DH:  How about requiring that a QAPCS shall not set this bit unless it has at least one associated STA?

RG:  How about one TSPEC?

AS:  If you have an active application without a TSPEC, would you ever not want to take that down?

RG:  Is the reverse true?

AS:  Yes;  you won’t have two devices setting this bit unless both have active streams.  ACTION:  “A QAPCS that has no stations associated with it shall not set the InhibitAPMobility bit”.  But this rule has one problem:  this information goes into the layer above the MLME.  So we need to put in a STA management section.  Otherwise, if don’t do that, then may have to leave this requirement here [in Section 11.4.1].

AS:  Will take the ACTION to send out a change-bar version as Revision 4 of this document.

Reference Cleanup

CW:  Section 11.4.2.2 is mis-numbered as 11.4.3.2.

AS:  ACTION:  will change that.

Next Meeting

HJ:  Making it to a meeting at 3am is a little hard for people in Asia.   Can a somewhat later time be considered?

DH:  How about 3 hours later – so 1:00 PM, Pacific U.S. time?

AS:  If I hear no objections, we’ll change the meeting to that time.

13 February End

Meeting adjourned:  11:04 USPST.

Update, 14 February 2002  

Adrian Stephens announced on the stds-801-11.ieee.org reflector a new time for the remaining three teleconferences before Dallas (13:00 U.S. Pacific Time; 20, 27 February and 6 March 2002.)
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