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Abstract

This paper documents an number of issues that have potential interactions between Task Group e (QoS) and Task Group i (Enhanced Security). The purpose of this paper is to identify points for discussion, though in most cases a brief analysis of the issue and a recommendation is given. While this paper principally deals with TGe/TGi issues, a few points apply equally to TGh.

1. TGi/TGe Issues List
1.1 Order of Operations in the MAC Architecture

Where are the cryptographic protections applied in the send and receive architecture? 

The MAC functions for the provision of QoS introduce the probability of significant re-ordering of data units between transmitter and receiver to meet requested priority. If the enhanced security functions are placed above the QoS functions in the MAC architecture, this re-ordering has a direct impact on the complexity required in the security functions to protect against replay. The security functions either have to be designed to cope with the worst case re-ordering, or a limit has to be placed on the maximum re-ordering that can take place, or a replay window must be assigned to each traffic category. This solution has two disadvantages; the first is the state storage requirement for each association, the second is complexity. The introduction of separate replay spaces for each QoS traffic category and most likely additional keys for each, will make it harder to know whether the design is really secure.

Placing security below QoS in the architecture simplifies the replay protection, however, minimizing delay in the cryptographic functions becomes more significant. This consideration may force a pipeline architecture and hardware acceleration to meet expectations about how rapidly a packet gets dispatched.

On balance it seems that placing security below QoS is likely to be preferable. Hardware assist for AES is probably required for any high rate physical layer. AES being a block cipher has rather different timing characteristics to WEP – smaller (insignificant) initialization time and some per-block latency. The lack of significant initialization latency probably helps since it eases the time criticality between transmit selection and first block of ciphertext.

1.2 MSDU, or MPDU Encryption

Should the new cryptographic protections be applied to frames (MSDUs), or to frame fragments (MPDUs)?

This is clearly related to the architectural layering previously discussed. Other relevant issues would seem to be efficiency – in terms of additional overhead per MPDU/MSDU and implementation strategy. To the authors’ best recollection, WEP was specified to be at the MPDU level primarily given operational rather than cryptographic considerations. That is, it was considered easier to stream data to/from the medium through the encryption engine rather than do an operation on a complete MSDU. There was consideration given to minimising of stored state at an AP supporting multiple outstanding MSDUs. Finally, the primary traffic model was asynchronous data, so that in most cases MSDU is equivalent to MPDU and the efficiency considerations do not apply.

The issues of state storage for replay protection outlined above suggest that the correct approach is MPDU encryption, even though the overhead issue is possibly more significant in a priority traffic stream due to shorter average packet length.

1.3 MPDU Expansion

The new cryptographic protections have additional overhead when compared to the old WEP protections. This means some of the fundamentals within ISO-IEC 8801-11 related to MPDU size get broken. How should this be addressed?

A fundamental decision is required as to whether to expanded the maximum MPDU size, or shrink the maximum MSDU payload. The required changes in both the ISO standard and new drafts then need to be specified.

The items that have some relation to a certain maximum MPDU length are:

i) The maximum value of dot11FragmentationThreshold (2346 octets)

ii) The maximum value of dot11RTSThreshold (2347 octets)

iii) The maximum duration value that can be encoded (both ISO-IEC 8801-11 and TGe) which is 32767us, or 4095 octets at 1Mbps

iv) Service definition text in ISO-IEC 8801-11 clause 6.2.1.1.2 giving the maximum MSDU length (as 2304 octets)

v) Maximum frame body size in ISO-IEC 8801-11 clause 7.1.3.5 (currently specified as MSDU + IV + ICV)

vi) The PHY limit specified for MPDUMaxLength specified for each PHY – 4095octets for FH, 8191 octets for 2Mbps DS, 2500octets for IR, and 4095 octets for .11a and .11b

vii) The TXOP protocol in TGe which specifies a maximum (where a temporal extent is specified) TXOP of 16368us (2046octets @ 1Mbps)

viii) Compatibility with implementations of the existing standard that are based on either a maximum MSDU payload of 2304octets, or a maximum MPDU size of 2346 octets.

The 2346 octet number was rather arbitrarily chosen by the 802.11 WG. It is based on a maximum allowable MSDU size of 2304 octets – 2048 application octets plus up to 256 protocol header/trailer expansion. This is then expanded to 2346 by the addition of a maximum of 42 octets of MAC header, WEP expansion and CRC. There seems to be no particular reason why the maximum values in 7.1.3.5 and in the MIB could not be modified. Going forward, the ICV
 will replaced by new data authenticity mechanisms – a sequence number (at least for unicast MSDUs) and a MIC. Some correction will therefore be required to clause 7.1.3.5. The PHY limitations are almost universally 4095 octets. The TXOP issue is probably benign (at least at all rates with the exception of the lowest).

In practice, the implementation issue should take priority. Expanding the maximum MPDU size probably has limited impact – legacy STAs are unlikely to be required to receive AES encrypted frames (mixed population BSSs will presumably use legacy, or no multicast encryption). Conveniently ISO-IEC 8801-11 already defines the receive procedure for an overize MPDU. In contrast, changing the service definition may have considerable impact on upper layers that are tuned for efficiency and are assuming the 2304 octet MSDU payload. On balance it is considered that keeping a consistent service definition is more important. The changes required are thus to the MIB and to clauses 6.2.1.1.2 and 7.1.3.5.
1.4 One Level of Cryptographic Protection per Association
The current TGi draft makes provision for one level of cryptographic protection for the entire association and does not permit separate cryptographic protections for each traffic category. Is this acceptable to TGe?

As previously noted, it is highly desirable to keep the enhanced security model simple and avoid having to store separate keys and other state for each traffic category. It is not unreasonable to expect that a real implementation would require 256 bytes of state per flow. Splitting this into n separate flows would multiply the total by n (e.g., 8 traffic categories => 8*256 = 2K bytes of state per association), as well as greatly complicate the initial authentication/key management aspects.

It is assumed that the application of cryptographic protections for each traffic category means two applications having differing requirements – for example, a video stream in the clear and an AES protected asynchronous data channel. It is not clear how you would manage such a configuration.

TGi has indicated a strong preference for one level of cryptographic protection per association. Separate levels of protection for each traffic class is likely to present an implementation and security management nightmare, in addition to a state storage issue.

1.5 Protection of Management Frames
At this stage, TGi is proposing to protecting only data frames/fragments, and not management frames/fragments. In addition, the 802.11 header is not protected. As part of the ongoing letter ballot comment resolution, it is possible that protection will be defined for disassociate frames and the source and destination MAC address fields in the header. There is currently no plan to protect other header fields, or management frames (including QoS specifics). Is this acceptable?

The effect of modifying MAC header fields, or MAC management frames is probably denial of service. There are many ways to achieve this, ranging from an in-band CW broadband noise source to an AP that puts out suitably broken beacons. All in all it seems unlikely to be worth the effort to protect the duration field, for example. However, there may be differing opinions.

Does TGe have a requirement to extend protection to additional fields, or management frames? TGi would like to conclude on this since all the mechanisms that anyone (whether in 802.11 or outside) has yet invented for datagram security schemes have a certain fragility and tend to be difficult to extend.

1.6 STA-STA Communication
The current TGe draft introduces the concept of direct communication between stations in a BSS. This may break the assumption that the AP can be used to enforce security policy. In addition, TGi has defined no way to distribute any key useful for protecting this traffic except the BSS multicast key.

Direct communication could be limited to that using multicast keys, or not having protection. Alternatively the key derivation protocol must be extended – which is an enormous piece of work. If the AP is involved in the association stage it could be equipped with a policy telling it whether two STAs were authorized to set up direct STA-to-STA communication. This would include ensuring that STAs have appropriate keys.

1.7 Beacon/Probe Response Issues

The Beacon management frame is becoming increasingly overloaded (and is in danger of exceeding the maximum MPDU length!). This is not just a TGe/TGi issue, but a general issue covering all groups that are extending the MAC protocol. How should this be addressed?

Each task group working on extensions to the base ISO-IEC 8801-11 standard is proposing to add elements to the beacon management frame. This is in addition to the elements that can potentially be included as part of the regional extensions specified by IEEE802.11d. The following summary is taken from the most recent TG drafts, or proposals. It should therefore only be considered as a snapshot for illustrating the issue.

IEEE802.11d
Country Information, FH Parameters, FH Pattern Table.

Task Group E
QBSS Load, QoS Parameter Set, Overlap CFP Allocation, Overlap BSS Report, 
Overlap ESTA List, Extended Capabilities.

Task Group H
Power level constraint, channel switch announcement.

Task Group I
Authentication Suite, Unicast Cipher Suite, Multicast Cipher Suite, Nonce, Realm Name, Principal Name
.

There are reliability and overhead issues with long beacons since they are broadcast, repeated regularly and must be transmitted at a BSS basic rate (which is likely to be a low rate). The only rational solution to this concern is to ensure that the beacon carries only essential information.

IEEE802.11d introduces the concept of using the probe request-response mechanism to communicate information relevant to an active scanning STA
. A side effect is to require STAs to actively scan to get receive all BSS information – passive scan essentially becomes a mechanism for identifing BSSs for later directed active scanning. Currently, ISO-IEC 8801-11 specifies that reception of either a beacon, or probe response can be used to collect a BSS description (see 802-11 SDL sta-scan-2.1b(8)). Today this is not a problem as beacons and probe responses are identical. If the role of the active scanning protocol is expanded, the beacon is then not equivalent to a probe response and the MAC protocol definition must be modified appropriately.

If the active scan protocol is to be extended the there is an inefficiency (particularly with certain PHYs) that ought to be fixed. If an STA sends a probe request there is a possibility it will be received by an AP on an adjacent channel. The AP will then respond with a directed probe response on its own channel. The communication between AP and STA is likely to be unreliable and the STA could well have moved on to another channel in its scan. The APs probe response is therefore retried for the maximum number of attempts, wasting bandwidth. Clearly this problem becomes more significant for longer probe response frames. This situation would be improved by the simple addition of a channel number in the probe request, together with protocol in the AP to check this field and only respond if equal to the current AP channel.

In summary, there are three recommendations:

ix) Include only essential information in the beacon frame (look to use probe and association exchanges for bulk communication).

x) Separate the beacon and probe request-response mechanisms in the base MAC protocol. Passive scan may not return all BSS information and essentially becomes a mechanism for identifying BSSs for later active scans.

xi) Add current channel information to probe request to overcome the problem of APs on adjacent channels responding leading to excessive probe response retries

1.8 Co-ordination of Field Usage and Numbering

Separate working groups are extending the existing MAC field encoding, therefore some co-ordination is required between the groups to avoid conflicts. How should this be addressed?

Some items that require careful co-ordination are:

xii) Capability sub-fields

xiii) Element identity numbering

xiv) Status and reason codes

1.9 Editing Interaction

IEEE802.11 currently has three groups that are developing extensions to the base MAC protocol in parallel. Close co-operation will be required between these groups to ensure that editing instructions are applied in a co-ordinated manor – particularly those concerning changes to the existing text. Care must also be taken to maintain consistent and precise nomenclature.

� The problem with the ICV is the only useful function it serves is to speed an attacker’s search for the key. It provides no protection from data modification.


� The TGi D1.0 draft is not completely consistent on this. Clause 7 edits suggest that only the Enhanced Security Subfield of the Capabilities Information is present in the beacon. Clauses 8.1.3.1 and 8.2.4 suggest that the above list of elements is included in both Beacon and Probe Response. There is a school of though that only the Enhanced Security bit should be present in both beacon and probe response with the remainder of these fields moved to the association exchange.�


� IEEE802.11d introduces this concept through the request information element and protocol.





Submission
page 1
Simon Black, Nokia

